Lecture 12:

Software Packages
Caffe / Torch / Theano / TensorFlow
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Administrative

e Milestones were due 2/17; looking at them this week
e Assignment 3 due Wednesday 2/22
e If you are using Terminal: BACK UP YOUR CODE!
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Caffe

http://caffe.berkeleyvision.org
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http://caffe.berkeleyvision.org
http://caffe.berkeleyvision.org

Caffe Overview

e From U.C. Berkeley

e Written in C++

e Has Python and MATLAB bindings

e (Good for training or finetuning feedforward models
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Most important tip...

Don’t be afraid to read the code!
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SoftmaxLossLayer

Caffe: Main classes }
data
fc1 —
e Blob: Stores data and diffs
derlvatlveS (header source) f
e Layer: Transforms bottom InnerProductLayer
bIObS tO tOp bIObS (header + source) / *
e Net: Many layers;
computes gradients via VW iEl ] |y Lot y data
forward / baCkward (header source) dlffS dlffS dlffS
e Solver: Uses gradients to | YPad
update WelghtS (header source) DataLayer
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https://github.com/BVLC/caffe/blob/85bb397acfd383a676c125c75d877642d6b39ff6/include/caffe/blob.hpp
https://github.com/BVLC/caffe/blob/85bb397acfd383a676c125c75d877642d6b39ff6/src/caffe/blob.cpp
https://github.com/BVLC/caffe/blob/85bb397acfd383a676c125c75d877642d6b39ff6/include/caffe/layer.hpp
https://github.com/BVLC/caffe/blob/85bb397acfd383a676c125c75d877642d6b39ff6/include/caffe/net.hpp
https://github.com/BVLC/caffe/blob/85bb397acfd383a676c125c75d877642d6b39ff6/src/caffe/net.cpp
https://github.com/BVLC/caffe/blob/85bb397acfd383a676c125c75d877642d6b39ff6/include/caffe/solver.hpp
https://github.com/BVLC/caffe/blob/85bb397acfd383a676c125c75d877642d6b39ff6/src/caffe/solver.cpp

Caffe: Protocol Buffers

.proto file

e “Typed JSON”

message Person {
from Google required string name = 1;
. “ required int32 id = 2;
e Define message optional string email = 3;
types” in .proto files '

https://developers.google.com/protocol-buffers/
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https://developers.google.com/protocol-buffers/
https://developers.google.com/protocol-buffers/

Caffe: Protocol Buffers

° “Typed JSON” .proto file
from Google message Person {

required string name = 1;
required int32 id = 2;

® Deﬁne “message optional string email = 3;
types” in .proto files '
e Serialize instances to
text files (.prototxt) prototxt file
name: “John Doe”
id: 1234

email: “jdoe@example.com”

https://developers.google.com/protocol-buffers/
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https://developers.google.com/protocol-buffers/
https://developers.google.com/protocol-buffers/

Caffe: Protocol Buffers

° “Typed JSON” .proto file Java class

Person john = Person.newBuilder()
from Google mecms peram (L L,
- i .setName("John Doe")
. “ required int32 id = 2; .setEmail( " jdoe@example.com")
o Deflne message optional string email = 3; Sl S
. . ! output = new FileQOutputStream(args[@]);
typeS” 18] _proto flles } john.writeTo(output);
e Serialize instances to
. ) C++ class
text files (.prototxt) prototxt file

Person john;

name: “John Doe” fstream input(argv[1],

- ios::in | ios::binary);
o Com plle Classes for id: 1234 john.ParseFromIstream(&input);
. - . nWa ” id = john.id();
d Ifferent Iang Uag eS SEELLE Jdoe@example -com name = john.name();

email = john.email();

https://developers.google.com/protocol-buffers/
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https://developers.google.com/protocol-buffers/
https://developers.google.com/protocol-buffers/

affe: Protocol Buffers

message NetParameter {
optional string name

// The input blobs to

message SolverParameter {

giving the network a na

LLTLTLLS LS LSS LTSS LS

tra

// Speci in and test

repeated string input

// shape of the

repeated BlobShape input_shape = 8;

depr

input bl

channel the input blob.

of (4

ard operation.

n whe

automatical according to the net st > and
optional bool force_backward = 5 [default false];
of the rk;: in

luded/ex

/ layers' in

optional NetState state = 6;

run yrward
kward, d Net::Upd
bool debug_info = 7 [default = false]; . . - —— -
9— t 1i nntinnal <trinn train net = 1+ // Pratn filename fnr the

https://github.com/BVL C/caffe/blob/master/src/caffe/proto/caffe.proto
<- All Caffe proto types defined here, good documentation!
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https://github.com/BVLC/caffe/blob/master/src/caffe/proto/caffe.proto
https://github.com/BVLC/caffe/blob/master/src/caffe/proto/caffe.proto

Caffe: Training / Finetuning

No need to write code!

1. Convert data (run a script)
2. Define net (edit prototxt)

3. Define solver (edit prototxt)
4. Train (with pretrained weights) (run a script)
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Caffe Step 1: Convert Data

e DatalLayer reading from LMDB is the easiest
e Create LMDB using convert_imageset

e Need text file where each line is
o “[path/to/image.jpeq] [label]”

e Create HDF5 file yourself using hdpy
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https://github.com/BVLC/caffe/blob/85bb397acfd383a676c125c75d877642d6b39ff6/tools/convert_imageset.cpp

Caffe Step 1: Convert Data

ImageDatalayer: Read from image files
WindowDatalayer: For detection
HDF5Layer: Read from HDF5 file

From memory, using Python interface

All of these are harder to use (except Python)
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Caffe Step 2: Define Net

name: "LogisticRegressionNet"

16{3; Edata" inner product param {
top: "label" ﬂum_ﬂutpyt: 2
name: "data" weight filler {
type: HDF5 DATA type: "gaussian"
hdf5 data param { std: 0.01

source: "examples/hdf5 classification/data/train.txt" }
batch size: 10 bias filler {
} o » n n
include { ty%e.h Eﬂnstant
phase: TRAIN ) vatue:
}

} }

layers { +
bottom: "data" layers {
top: “Ecdh bottom: "fcl®
?32:5 I:J:léﬁ PRODUCT bokkam: "label”
blobs lr: 1 tog: “HoEs
blobs Llr: 2 name: "loss
weighf_decay: 1 type: SOFTMAX LOSS
weight decay: © }
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Caffe Step 2: Define Net

name: "LogisticRegressionNet"

laizr? Edata" - d Blob inner product param {
tng: label" ayers an 0bS num_output: 2
name: "data® <€———0ften have same weight filler {
type: HDF5 DATA type: "gaussian"
hdf5 data param { name! std: 0.01
source: "examples/hdf5 classification/data/train.txt" }
batch size: 10 bias filler {
} o » n mn
Snchudi g t}rge.h Eﬂnstant
phase: TRAIN ) VRS
}
} I
layers { }
bottom: "data" layers {
top: fcl bottom: "fcl"
Eg: IITJ:.I;R PRODUCT Bokbam: "lahicl”
blobs lr: 1 top! },*{55 ¥
blobs_lr: 2 o R
weight decay: 1 type: S0FTMAX_LOSS
weight decay: © }
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Caffe Step 2: Define Net

name: "LogisticRegressionNet"
layers {

Fei-Fei Li & Andrej Karpathy & Justin Johnson

top: "data” <& ayers and Blobs
top: "label"

name: "data" <€———Often have same

type: HDF5 DATA

hdf5 data param { name!
source: "examples/hdf5 classification/data/train.txt"
batch size: 10

}

include {
phase: TRAIN

}

layers {

bottom: "data"
toj: “kcd Learning rates

name: "fcl" . )
type: INHER_W (weight + bias)
blobs 1r: 1

blobs lr: 2 Ny
okE Regularization

weight decay: 1
weight decay: @ (We|ght + biaS)

Lecture 12 -

inner product param {
num output: 2
weight filler {
type: "gaussian"”
std: 0.01
}
bias filler {
type: "constant"
value: 0
}
|
}
layers {
bottom: "fcl"
bottom: "label"
top: "loss"
name: "loss"
type: SOFTMAX LOSS
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Number of output
classes

Caffe Step 2: Define Net

name: "LogisticRegressionNet"
layers {

Fei-Fei Li & Andrej Karpathy & Justin Johnson

top: "data” <& ayers and Blobs
top: "label"

name: "data" <€———Often have same

type: HDF5 DATA

hdf5 data param { name!
source: "examples/hdf5 classification/data/train.txt"
batch size: 10

}

include {
phase: TRAIN

}

layers {

bottom: "data"
toj: “kcd Learning rates

name: "fcl" . )
type: INHER_W (weight + bias)
blobs 1r: 1

blobs lr: 2 Ny
okE Regularization

weight decay: 1
weight decay: @ (We|ght + biaS)

Lecture 12 -

inner productNparam {
num output: 2
weight filler {
type: "gaussian"”
std: 0.01
}
bias filler {
type: "constant"
value: 0
}
|
}
layers {
bottom: "fcl"
bottom: "label"
top: "loss"
name: "loss"
type: SOFTMAX LOSS
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Number of output
classes

Caffe Step 2: Define Net

name: "LogisticRegressionNet"
layers {

top: "data” <& ayers and Blobs
top: "label"

name: "data" <€———Often have same

type: HDF5 DATA

hdf5 data param { name!
source: "examples/hdf5 classification/data/train.txt"
batch size: 10

inner productNparam {
num output: 2
weight filler {
type: "gaussian"”
std: 0.01

}
bias filler {

include { type: "constant"
phase: TRAIN Set these to 0 to ; value: ©
. freeze a layer ,
layers { }
bottom: "data" _ layers {
e Learning rates bottom: "fcl”
type: INNER (weight + bias) 23?0[.?{{]5;?1]&1
blobs lr: 1 5= 4
blobs Lr: 2 name: "loss

Regularization
(weight + bias)

weight decay: 1 type: SOFTMAX LOSS

weight decay: @

Fei-Fei Li & Andrej Karpathy & Justin Johnson
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layer {

Caffe Step 2: Define Net e

type: "Pooling"
pooling_param {
kernel_size: 7

name: "ResNet-152"

input: "data"

input_dim: 1

i _dim: tride: 1
e .prototxt can get ugly for sy skt

input_dim: 224

H b
blg mOdels layer { }
bottom: "data"
top: "convi"
name: "conv1i" layer {

type: "Convolution" bottom: "pools5"

e ResNet-152 prototxt is comlution_paran top: "fci0oe"

num_output: 64 o .
kernel_size: 7 name: "fcle00

6775 IineS |Ong! pad: 3 type: "InnerProduct"

stride: 2 inner_product_param {
bias_term: false
6765 num_output: 1000

} }

e Not “compositional”; can’t )

bottom: "convi"

easily define a residual i B T

type: "BatchNorm"
top: "prob"

bIOCk and reuse batc}qino:?;ﬁ:;i:a]{istats: true name : ”pI’Ob"

¥ type: "Softmax"

} ;

https://github.com/KaimingHe/deep-residual-networks/blob/master/prototxt/ResNet-152-deploy. prototxt
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https://github.com/KaimingHe/deep-residual-networks/blob/master/prototxt/ResNet-152-deploy.prototxt
https://github.com/KaimingHe/deep-residual-networks/blob/master/prototxt/ResNet-152-deploy.prototxt

Caffe Step 2: Define Net (finetuning)

Original prototxt:

layer {
name: "fc7"
type: "InnerProduct"

inner product param {
num output: 4096

\ Pretrained weights:

Modified prototxt:

layer {
name: "fc7"
type: "InnerProduct"

inner product param {
num output: 4096
}

“fc7.weight”: [values]
} “fc7.bias”: [values] I
[... RelLU, Dropout] ’ - ’ [... RelLU, Dropout]
“fc8.weight”: [values]
layer { “fc8.bias”: [val 1 layer {
name: "fc8" ce.bias”: lvalues name: "my-fc8"
type: "InnerProduct" type: "InnerProduct"

inner product param {
num output: 1000
}
}

Fei-Fei Li & Andrej Karpathy & Justin Johnson

inner product param {
num output: 10
}
}

Lecture 12- 20 22 Feb 2016




Caffe Step 2: Define Net (finetuning)

Original prototxt:

. Modified prototxt:
Layer { Same name: layer {
name: weights copied name
type: = ct" :

inner product paraw
num output: 4096
}

Tnner_product_param {
num output: 4096

fc7.weight”: [values]
} fc7 bias”: [values] I
[... RelLU, Dropout] [... RelLU, Dropout]
1 layer
ayer { " " “fc8.bias”: [values] Y {
name: "£fc8

name: "my-fc8"
type: "InnerProduct"
inner product param {

type: "InnerProduct"
inner product param {
num output: 1000

= num output: 10
} }
}
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Caffe Step 2: Define Net (finetuning)

Original prototxt:
layer {
name: "fc7"
type: "InnerProduct"
inner product param {
num output: 4096

Same name:
weights copied

Modified prototxt:
layer {
name: "fc7"
type: "InnerProduct"
inner product param {

} Pretrained weights: \ num_output: 4096
} “fc7.weight”: [values] }
[... RelLU, Dropout] . — ”.”, - [... ReLU, Dropout]
layer { fc8.weight”: [values] layer

name:

type: product"

inner product param {
num output: 1000
}

Fei-Fei Li & Andrej Karpathy & Justin Johnson

fc8.bias”: [values]

Different name:
} weights reinitialized }

name:
type: srrroduct"”

inner product param {
num output: 10

}
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Caffe Step 3: Define Solver

® erte a prOtOtXt flle deflnlng a net: "models/bvlc_alexnet/train_val.prototxt"
test_iter: 1000
SolverParameter
e |[f finetuning, copy existing solver. e il
prototxt file Qefifa) B¢ 1
stepsize: 100000
o Change net to be your net display: 20

max_iter: 450000

o Change snapshot_prefix to your - nonentun: o.o

weight_decay: 0.0005
C)LJtF)LJt snapshot: 10000
1 snapshot_prefix: "models/bvlc_alexnet/caffe_alexnet_train"
o Reduce base learning rate Lo = = .
solver_mode: GPU

(divide by 100)
o Maybe change max_iter and
snapshot
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https://github.com/BVLC/caffe/blob/85bb397acfd383a676c125c75d877642d6b39ff6/src/caffe/proto/caffe.proto#L92
https://github.com/BVLC/caffe/blob/85bb397acfd383a676c125c75d877642d6b39ff6/src/caffe/proto/caffe.proto#L92

Caffe Step 4: Train!

./build/tools/caffe train \
-gpu 0 \
-model path/to/trainval.prototxt \
-solver path/to/solver.prototxt \
-weights path/to/pretrained weights.caffemodel

https://github.com/BVLC/caffe/blob/master/tools/caffe.cpp
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Caffe Step 4: Train!

./build/tools/caffe train \
|=gpu 0 \ |
-model path/to/trainval.prototxt \
-solver path/to/solver.prototxt \
-weights path/to/pretrained weights.caffemodel

-gpu -1 for CPU mode

https://qgithub.com/BVLC/caffe/blob/master/tools/caffe.cpp
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https://github.com/BVLC/caffe/blob/master/tools/caffe.cpp
https://github.com/BVLC/caffe/blob/master/tools/caffe.cpp

Caffe Step 4: Train!

./build/tools/caffe train \
|=gpu 0 \ |
-model path/to/trainval.prototxt \
-solver path/to/solver.prototxt \
-weights path/to/pretrained weights.caffemodel

-gpu all for multi-GPU data parallelism

https://github.com/BVLC/caffe/blob/master/tools/caffe.cpp
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https://github.com/BVLC/caffe/blob/master/tools/caffe.cpp
https://github.com/BVLC/caffe/blob/master/tools/caffe.cpp

Caffe: Model Zoo

O This repository Pull requests Issues  Gist L +- ®-
BVLC / caffe ©Watch~ 1207  J Star 8519 ¥ Fork 4826
Code Issues 336 Pull requests 190 Wiki Pulse Graphs

Model Zoo Edit

AI e X N et V< ; ( ; Alex Kendall edited this page 13 days ago - 61 revisions
] )

Check out the model zoo documentation for details.

GooglLeNet, ResNet,

1. download the model gist by ./scripts/download model from_gist.sh <gist_id> Home

p I u S Ot h e rS <dirname> to load the model metadata, architecture, solver configuration, and so on. Caffe on EC2 Ubuntu 14.04 Cuda
7

( <dirname> is optional and defaults to caffe/models).

2. download the model weights by ./scripts/download_model_binary.py <model dir> where Contributing

<model_dir> is the gist directory from the first step. Development

or visit the model zoo documentation for complete instructions. IDE Nvidia’s Eclipse Nsight

Inctall Caffa an EQ fram cnrratnh

https://github.com/BVL C/caffe/wiki/Model-Zoo
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https://github.com/BVLC/caffe/wiki/Model-Zoo
https://github.com/BVLC/caffe/wiki/Model-Zoo

Caffe: Python Interface

Not much documentation...
Read the code! Two most important files:

e caffe/python/caffe/ caffe.cpp:
o Exports Blob, Layer, Net, and Solver classes

e caffe/python/caffe/pycaffe.py
o Adds extra methods to Net class
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https://github.com/BVLC/caffe/blob/master/python/caffe/_caffe.cpp
https://github.com/BVLC/caffe/blob/master/python/caffe/_caffe.cpp
https://github.com/BVLC/caffe/blob/master/python/caffe/pycaffe.py
https://github.com/BVLC/caffe/blob/master/python/caffe/pycaffe.py

Caffe: Python Interface

Good for:

e Interfacing with numpy

e Extract features: Run net forward

e Compute gradients: Run net backward (DeepDream, etc)
e Define layers in Python with numpy (CPU only)
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Caffe Pros /| Cons

+) Good for feedforward networks

+) Good for finetuning existing networks

+) Train models without writing any code!

+) Python interface is pretty useful!

-) Need to write C++ / CUDA for new GPU layers

-) Not good for recurrent networks

-) Cumbersome for big networks (GooglLeNet, ResNet)

(
(
(
(
(
(
(
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Torch

http://torch.ch
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Torch Overview

e From NYU + IDIAP
e Written in C and Lua
e Used a lot a Facebook, DeepMind
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Torch: Lua

High level scripting language, easy to
interface with C
Similar to Javascript:
o One data structure:
table == JS object
o Prototypical inheritance
metatable == JS prototype
o First-class functions
Some gotchas:
o 1-indexed =(
o Variables global by default =(
o Small standard library

Fei-Fei Li & Andrej Karpathy & Justin Johnson

Learn Lua in 15 Minutes

more or less

For a more in-depth Lua tutorial, watch this video or check out a transcript of the video.

-- Two dashes start a one-line comment.

==[ll

Adding two ['s and ]'s makes it a
multi-line comment.

num = 42 -- ALl numbers are doubles.
-- Don't freak out, 64-bit doubles have 52 bits for
-- storing exact int values; machine precision is

-- not a problem for ints that need < 52 bits.

'walternate' -- Immutable strings like Python.
"double-quotes are also fine"
[[ Double brackets

start and end

S
t
u

multi-line strings.]]
t = nil -- Undefines t; Lua has garbage collection.

-- Blocks are denoted with keywords like do/end:
while num < 50 do

num = num + 1 --
end

No ++ or += type operators.

http://tylerneylon.com/a/learn-lua/
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Torch: Tensors

Torch tensors are just like numpy arrays
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Torch: Tensors

Torch tensors are just like numpy arrays

import numpy as np

N, D, H, C=
wl = np.random.randn(D, H)
w2 = np.random.randn(H, C)

x = np.random.randn(N, D)

a = x.dot(wl)
a = np.maximum(a, 0)
scores = a.dot(w2)

print scorefg
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Torch: Tensors

Torch tensors are just like numpy arrays

import numpy as np require 'torch'’

N, D, H, C = 100, 1000, 108, 10 local N, D, H, C = 100,

wl = np.random.raﬁdn(D, H) local wl = torch.randn(D, H)
w2 = np.random.randn(H, C) local w2 = torch.randn(H, C)

X = nb,random,réndn(ml D) local x = torch.randn(N, D)

a = x.dot(wl) 3 Y€ local a = torch.mm(x, wl)
a = np.maximum(a, 0) In-place F a:cmax(0)
scores = a.dot(w2) Second lay local scores = torch.mm(a, w2)

print scorels printf{scoresf)]

Fei-Fei Li & Andrej Karpathy & Justin Johnson Lecture 12- 36 22 Feb 2016




Torch: Tensors

Like numpy, can easily change data type:

import numpy as np require 'torch'

dtype = np.float32 # 32-1 floats local dtype = 'torch.FloatTensor'

N, D, H, C = 100, 1000, 100, 10 . local N, D, H, C =

wl = np.raﬁdoh;randn(D, H) .astype(dtype) Wl = torch.randn(D, H):type(dtype)
w2 = np.random.randn(H, C).astype(dtype) L w2 = torch.randn(H, C):type(dtype)

X = np.raﬁdom.randn(N, D) .astype(dtype) Llocal x = torch.randn(N, D):type(dtype)

a = x.dot(wl) £ First laver local a = torch.mm(x, wl)
a = np.maximum(a, ©) # In-place ReLl cmax (6)
scores = a.dot(w2) 5 e local scores = torch.mm(a, w2)

print scores printf{scoresf]
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Torch: Tensors

Unlike numpy, GPU is just a datatype away:

import numpy as np

I

dtype = np.float32

N, D, H, C =1
np.raﬁdoh;randn(D, H).aétype(dtype)
np.random.randn(H, C).astype(dtype)

np.raﬁdom.randn(N, D) .astype(dtype)

a x.dot(wl) 1
a np.maximum(a, ©) #
scores = a.dot(w2)

print scores

Fei-Fei Li & Andrej Karpathy & Justin Johnson

require 'torch'
require 'cutorch'

local dtype = 'torch.CudaTensor'
» D, H C= ,

torch.randn(b, H):tybe(dtype)
torch.randn(H, C):type(dtype)

: térﬁﬁ.fandn(N, D) :type(dtype)

local a torch.mm(x, wl)
cmax (
local scores = torch.mm(a, w2)

print(scores)
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Torch: Tensors

Documentation on GitHub:

73

torch / torch7 ©Watch~ 495 JrUnstar 387 ¥ Fork
<> Code Issues 45 Pull requests 9 Wiki Pulse Graphs

Branch: master v torch7 / doc / tensor.md

T dm-rae Add isSetTo: simple check for shared storage:

1comibuors RS FLEN=r TEHE  $208

2414 lines (1971 sloc) = 56.2 KB Raw Blame History o'

Tensor

The Tensor class is probably the most important class in Torch . Almost every package depends on this class. It is the
class for handling numeric data. As with pretty much anything in Torch7, tensors are serializable.

Multi-dimensional matrix

A Tensor is a potentially multi-dimensional matrix. The number of dimensions is unlimited that can be created using

LongStorage with more dimensions.

Example:

torch.Tensor (4,5,6,2)

--- for more dimensions, (here
s = torch.Longstorage(s)

s[1] = 4; s[2] = 5; s[3] = 6; s[4] = 2; s[5] = 7; s[6] = 3;
X = torch.Tensor (s)

https://github.com/torch/torch7/blob/master/doc/tensor.md

Findfile Copy path

304835 on Nov 18, 2015

i

Fei-Fei Li & Andrej Karpathy & Justin Johnson

torch / torch7 @Watch~ 495 Unstar 3897 YFork 973
<> Code Issues 45 Pull requests 9 Wiki Pulse Graphs
Branch: master »  torch7 / doc / maths.md Find file = Copy path

hughperkins doc tweak for in-plcae pow(n, x) 0844055 10 days ago

ROGFADENEN ¢ BB B4 BB ena otvers

35 contributors i "

Executable File = 2716 lines (1906 sloc) = 77.8 KB Raw Blame History o/ 1

Math Functions

Torch provides MATLAB-iike functions for manipulating Tensor objects. Functions fall into several types of categories:

» Constructors like zeros , ones ;

« Extractors like diag and triu;

+ Element-wise mathematical operations like abs and pow ;
+ BLAS operations;

« Column or row-wise operations like sun and max ;

« Matrix-wide operations like trace and norm ;

« Convolution and cross-correlation operations like conv2 ;
« Basic linear algebra operations like eig ;

+ Logical operations on Tensor s.

By default, all operations allocate a new Tensor to return the result. However, all functions also support passing the target
Tensor (s) as the first argument(s), in which case the target Tensor (s) will be resized accordingly and filled with result. This
property is especially useful when one wants have tight control over when memory is allocated.

https://github.com/torch/torch7/blob/master/doc/maths.md
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require 'torch'
require 'nn'

Torch: nn B —

’

local net = nn.Sequentiai()
net:add(nn.Linear(D, H))
net:add(nn.RelLU())

e nn module lets you easily net:add(nn-Linear(H, C))
build and train neural nets L e e e

local crit = nn.CrossEntropyCriterion() --

X .torch.randh(N, D)
y = torch.Tensor(N):random(C)

scores = net:forward(x)
loss = crit:forward(scores, y)

grad_ﬁeighfs:zefo(i
1 L dscores = crit:backward(scores, y)
dx = net:backward(x, dscores)

Local learhing_rate =  =
weights:add(-learning rate, grad weights)
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require 'torch'
require 'nn'

Torch: nn L g ot g

local net = nn.Sequentiai()
net:add(nn.Linear(D, H))
net:add(nn.RelLU())

nn module lets you easily build neriadd{nn Linesr(n, c1)
and train neural nets L e e e

local crit = nn.CrossEntropyCriterion() --

Build a two-layer ReLU net

.torch.randh(N, D)
y = torch.Tensor(N):random(C)

scores = net:forward(x)
loss = crit:forward(scores, y)

grad_ﬁeighfs:zefo(i
1 L dscores = crit:backward(scores, y)
dx = net:backward(x, dscores)

local learhing_rate =  =
weights:add(-learning rate, grad weights)
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require 'torch'
require 'nn'

Torch: nn LS g o g

local net = nn.Sequentiai()

net:add(nn.Linear(D, H))
net:add(nn.RelLU())

nn module lets you easily build nGriadd{nn:Linesr(n; c1)
and train neural nets L e e e

/ local crit = nn.CrossEntropyCriterion() --

=.torch.randh(N, D)
= torch.Tensor(N):random(C)

Get weights and gradient for
entire network

Local X
ocal y
local scores = net:forward(x)

local loss = crit:forward(scores, y)

grad_ﬁeighfs:zefo(i
local dscores = crit:backward(scores, y)
local dx = net:backward(x, dscores)

local learhing_rate =  =
weights:add(-learning rate, grad weights)
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require 'torch'
require 'nn'

Torch: nn L g ot g

local net = nn.Sequential()
net:add(nn.Linear(D, H))
net:add(nn.RelLU())

nn module lets you easily build neriadd{nn Linesr(n, c1)
and train neural nets welghts, grad_welghts =..nét-l:éétPéﬂrameférsIkI) !

/ local crit = nn.CrossEntropyCriterion()

.torch.randh(N, D)
L y = torch.Tensor(N):random(C)

Use a softmax loss function

L scores = net:forward(x)
. loss = crit:forward(scores, y)

grad_ﬁeighfs:zero(i
L dscores = crit:backward(scores, y)
L dx = net:backward(x, dscores)

local learning rate =  -
weights:add(-learning rate, grad weights)
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require 'torch'
require 'nn'

Torch: nn L g ot g

local net = nn.Sequential()
net:add(nn.Linear(D, H))
net:add(nn.RelLU())

nn module lets you easily build neriadd{nn Linesr(n, c1)
and train neural nets welghts, grad_welghts =..nét-l:éétPéﬂrameférsIkI) !

"al crit = nn.CrossEntropyCriterion()

Generate random data —

.torch.randh(N, D)
L y = torch.Tensor(N):random(C)

L scores = net:forward(x)
. loss = crit:forward(scores, y)

grad_ﬁeighfs:zero(i
L dscores = crit:backward(scores, y)
L dx = net:backward(x, dscores)

local learning rate =  -
weights:add(-learning rate, grad weights)
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require 'torch'
require 'nn'

Torch: nn L g ot g

local net = nn.Sequentiai()
net:add(nn.Linear(D, H))
net:add(nn.RelLU())

nn module lets you easily build neriadd{nn Linesr(n, c1)
and train neural nets L e e e

local crit = nn.CrossEntropyCriterion() --

Forward pass: compute erdonel nayikn o

L y = torch.Tensor(N):random(C)
scores and loss \ | B

1 s&a}es = net;forward(x) e

. loss = crit:forward(scores, y)

grad_ﬁeighfs:zefo(i
L dscores = crit:backward(scores, y)
L dx = net:backward(x, dscores)

local learhing_rate =  =
weights:add(-learning rate, grad weights)
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require 'torch'
require 'nn'

Torch: nn LS g o g

local net = nn.Sequentiai()
net:add(nn.Linear(D, H))
net:add(nn.RelLU())

nn module lets you easily build neriadd{nn Linesr(n, c1)
and train neural nets L e e e

local crit = nn.CrossEntropyCriterion() --

Backward pass: Compute
gradients. Remember to set B
local scores = net:forward(x)

weight gradients to zero! —— Gkl e

=.torch.randh(N, D)

local x
local y = torch.Tensor(N):random(C)

grad_ﬁeighfs:zefo()
local dscores = crit:backward(scores, y)
local dx = net:backward(x, dscores)

local learhing_rate =  =
weights:add(-learning rate, grad weights)
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require 'torch'
require 'nn'

Torch: nn L g ot g

local net = nn.Sequential()
net:add(nn.Linear(D, H))
net:add(nn.RelLU())

nn module lets you easily build neriadd{nn Linesr(n, c1)
and train neural nets \ welghts, grad_welghts =..nét-l:éétPéﬂrameférsIkI) !

local crit = nn.CrossEntropyCriterion()

Update: Make a gradient  enerte som ron i
deSCent Step : y = torch.Tensor(N):random(C)

scores = net:forward(x)
loss = crit:forward(scores, y)

g ra(.i_\;feigh‘.ts rzero( )
L L dscores = crit:backward(scores, y)
1 dx = net:backward(x, dscores)

local learning rate =
weights:add(-learning rate, grad weights)
1
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require '
require 'cu
require

Torch: cunn

idaT

Runnlng On GPU IS easy- 1 L net = nn.Seguential()
net:add(nn.Linear(D, H))
net:add(nn.ReLU())
net:add(nn.Linear(H, C))
net:type(dtype)

local weights, grad weights = net:getParameters()

. crit = nn.CrossEntropyCriterion()
crit:type(dtype)

.. X torch.rahdﬁkN, D):tyﬁe(dtype)
.y = torch.Tensor(N):random(C):type(dtype)

l scores = net:forward(x)
. loss = crit:forward(scores, y)

grad_weights:zero()
1 1 dscores = crit:backward(scores, y)
1 dx = net:backward(x, dscores)

| learniﬁg_rate = le-3
weights:add(-learning_rate, grad weights)
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require '
require
require

Torch: cunn

local N, D, H, C = : s

local dtype = 'tor udaTensor'

Runnlng On GPU IS easy- local net = nn.Sequential()
net:add(nn.Linear(D, H))
net:add(nn.ReLU())
net:add(nn.Linear(H, C))
net:type(dtype)

Import a few new packages

local weights, grad weights = net:getParameters()

. crit = nn.CrossEntropyCriterion()
type(dtype)

.. X torch.rahdﬁkN, D):tyﬁe(dtype)
.y = torch.Tensor(N):random(C):type(dtype)

l scores = net:forward(x)
. loss = crit:forward(scores, y)

grad weights:zero().
1 dscores = crit:backward(scores, y)
. dx = net:backward(x, dscores)

local learniﬁg_rate = le-3
weights:add(-learning_rate, grad weights)
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require '
requir

Torch: cunn

CudaTensor

Runnlng On GPU IS easy- local net = nn.Sequential()
net:add(nn.Linear(D, H))
net:add(nn.ReLU())
ot e adA A I{n—.-—(H' C))

net:type(dtype)

Import a few new packages

local weights, grad weights = net:getParameters()

Gl Giiieiai0 S SENt ropyCriterion()

Cast network and criterion CETt:typE(dEype)

torch.rahdﬁ(N, D):tyﬁe(dtype)
torch.Tensor(N):random(C) : type(dtype)

al scores = net:forward(x)
ocal loss = crit:forward(scores, y)

grad Jeights:zero()
1 dscores = crit:backward(scores, y)
. dx = net:backward(x, dscores)

local learniﬁg_rate = le-3
weights:add(-learning_rate, grad weights)
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require '
requir

Torch: cunn

CudaTensor

Runnlng On GPU IS easy- local net = nn.Sequential()
net:add(nn.Linear(D, H))
net:add(nn.ReLU())
net:add(nn.Linear(H, C))
net:type(dtype)

Import a few new packages

local weights, grad weights = net:getParameters()

local crit = nn.CrossEntropyCriterion()

Cast network and criterion cFit:type(dEype)

1Ur51 X = torch.rahdﬁk” D) :type(dtype)
1 0Ca el LoV 1ensotr (w) : random(C) : type(dtype)

Cast data and labels —

al scores = net:forward(x)
ocal loss = crit:forward(scores, y)

grad Jeights:zero(f
1 dscores = crit:backward(scores, y)
. dx = net:backward(x, dscores)

local learniﬁg_rate = le-3
weights:add(-learning_rate, grad weights)
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require 'torch'’
require 'nn'
require 'optim'

Torch: optim S

local net = nn.Sequential()
net:add(nn.Linear(D, H))
net:add(nn.ReLU())
net:add(nn.Linear(H, C))

optim package implements different
update rules: momentum, Adam, etc

local weights, gradiweights = net:getParameters()

local crit = nn.CrossEntropyCriterion()

local function f(w)
assert(w == weights)

fofch.rahdn(N,“D)
torch.Tensor(N) : random(C)

L scores = net:forward(x)
L loss = crit:forward(scores, y)

grad;weights:zero()
scores = crit:backward(scores, y)
x = net:backward(x, dscores)

re n loss, grad weights

end

local state = {learningRate=1le-3}
optim.adam{f, weights, state)
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require '
remilra !

require 'optim'

local N, D, H, C =

Torch: optim

local net = nn.Sequential()
net:add(nn.Linear(D, H))
net:add(nn.ReLU())
net:add(nn.Linear(H, C))

optim package implements diff.
update rules: momentum, Addm, etc

local weights, gradiweights = net:getParameters()

local crit = nn.CrossEntropyCriterion()

local function f(Q)
. assert(w == weights)
Import optim package
.oFch;rahdﬁ(N,“Di
orch.Tensor(N) : random(C)

L scores = net:forward(x)
L loss = crit:forward(scores, y)

grad;weights:zero()
local dscores = crit:backward(scores, y)
L dx = net:backward(x, dscores)

return loss, grad weights

end

local state = {learningRate=1le-3}
optim.adam{f, weights, state)
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require 'torch'’
require 'nn'
require 'optim'

Torch: optim S

local net = nn.Sequential()
net:add(nn.Linear(D, H))
net:add(nn.ReLU())
net:add(nn.Linear(H, C))

optim package implements different
update rules: momentum, Adam, etc

local weights, gradiweights = net:getParameters()

local crit = nn.CrossEntropyCriterion()

local fungtion f(Q)
Import Optlm paCkage assef‘t(w == weights)

1yr;i P e fofch.rahdn(N,“D)
local y = torch.Tensor(N):random(C)

Write a callback function that returns—"_ e e
. local loss = crit:forward(scores, y)
loss and gradients

grad;weights:zero()
local dscores = crit:backward(scores, y)
local dx = net:backward(x, dscores)

return loss, grad weights

end

local state = {learningRate=1le-3}
optim.adam{f, weights, state)
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require 'torch'’
require 'nn'
require 'optim’

Torch: optim e s e

local net = nn.Sequential()
net:add(nn.Linear(D, H))
net:add(nn.ReLU())
net:add(nn.Linear(H, C))

optim package implements different
update rules: momentum, Adam, etc

local weights, gradiweights = net:getParameters()

local crit = nn.CrossEntropyCriterion()

local fungtion f(Q)
Import Optlm paCkage assef‘t(\‘-' % weights)

Iurni P e fofch.rahdn(N,“D)
local y = torch.Tensor(N):random(C)

Write a callback function that returns L e oM e
. local loss = crit:forward(scores, y)
loss and gradients

graa;weights:zero()
local dscores = crit:backward(scores, y)
1 dx = net:backward(x, dscores)

state variable holds hyperparameters,
cached values, etc; pass it to adam ——

local state = {learningRate=1le-3}
optim.adam{f, weights, state)
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Torch: Modules

Caffe has Nets and Layers;
Torch just has Modules
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local Linear, parent = torch.class('nn.Linear', 'nn.Module')

I O rCh u M Od u Ies function Linear: init(inputSize, outputSize, bias)
n parent.__init(self)

local bias = ((bias == nil) and true) or bias
self.weight = torch.Tensor(outputSize, inputSize)
self.gradwWeight = torch.Tensor(outputSize, inputSize)

Caffe has Nets and Layers; D i
. self.bias = torch.Tensor(outputSize)
Torch Just haS Modules endself.gradBias = torch.Tensor(outputSize)
self:reset()
end

Modules are classes written in
Lua; easy to read and write

Forward / backward written in Lua
using Tensor methods

Same code runs on CPU / GPU

https://github.com/torch/nn/blob/master/Linear.lua
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Torch: Modules

Caffe has Nets and Layers;
Torch just has Modules

Modules are classes written in
Lua; easy to read and write

updateOutput: Forward pass;
compute output

local Linear, parent = torch.class('nn.Linear', 'nn.Module')

function Linear:updateOutput(input)
if input:dim() == 1 then
self.output:resize(self.weight:size(1))
if self.bias then self.output:copy(self.bias) else self.output:zero() end
self.output:addmv(1, self.weight, input)
elseif input:dim() == 2 then
local nframe = input:size(1)
local nElement = self.output:nElement()
self.output:resize(nframe, self.weight:size(1))
if self.output:nElement() ~= nElement then
self.output:zero()
end
self.addBuffer = self.addBuffer or input.new()
if self.addBuffer:nElement() ~= nframe then
self.addBuffer:resize(nframe):fill(1)
end
self.output:addmm(®, self.output, 1, input, self.weight:t())
if self.bias then self.output:addr(1, self.addBuffer, self.bias) end
else
error('input must be vector or matrix')
end

return self.output
end

https://github.com/torch/nn/blob/master/Linear.lua
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local Linear r pa ent = tOiCh.ClaSS( nn.Linea ’ nn.Module )

function Linear:updateGradInput(input, gradOutput)

Caffe has Nets and Layers; Sl S
Torch just has Modules il i
if self.gradInput:nElement() ~= nElement then
self.gradInput:zero()
Modules are classes written in B oy
Lua; easy to read and write e s Al
self.gradInput:addmm(@, 1, gradOutput, self.weight)
end
updateGradInput: BaCkward; return self.gradInput
end

compute gradient of input and

https://github.com/torch/nn/blob/master/Linear.lua
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local Linear, parent = torch.class('nn.Linear', 'nn.Module')

Torch: Modules

Caffe has Nets and Layers;
TorCh jUSt haS Modules funzz;zz ii::z;éaziezadParameters(input, gradOutput, scale)

if ipput:dim() == 1 then
self.gradwWeight:addr(scale, gradOutput, input)
if self.bias then self.gradBias:add(scale, gradOutput) end

Modules are classes written in elseif input:din() = 2 then
. self.gradWeight:addmm(scale, gradOutput:t(), input)
Lua; easy to read and write
self.gradBias:addmv(scale, gradOutput:t(), self.addBuffer)
end
end
accGradParameters: Backward;

compute gradient of weights

https://github.com/torch/nn/blob/master/Linear.lua
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Torch: Modules

Tons of built-in modules and loss functions

B Abs.lua

[E) AbsCriterion.lua
E Add.lua

E) AddConstant.lua
E) BCECriterion.lua
E) BatchNormalization.lua
[E Bilinear.lua

[E CAddTable.lua
E) CDivTable.lua
E CMakelLists.txt
E CMul.lua

E CMulTable.lua

https://github.com/torch/nn

[ TemporalConvolution.lua

B TemporalMaxPooling.lua

B TemporalSubSampling.lua
B Threshold.lua

B Transpose.lua

B View.lua

B VolumetricAveragePooling.lua
B VolumetricConvolution.lua

[ VolumetricDropout.lua

B VolumetricFullConvolution.lua
B VolumetricMaxPooling.lua

& VolumetricMaxUnpooling.lua
B WeightedEuclidean.lua

B WeightedMSECriterion.lua

& MarginCriterion.lua

& MarginRankingCriterion.lua
B Max.lua

&) Mean.lua

B Min.lua

E) MixtureTable.lua

E) Module.lua

E) Mullua

E) MulConstant.lua

E) MultiCriterion.lua

E) MultiLabelMarginCriterion.lua
E) MultiLabelSoftMarginCriterion.lua
E) MultiMarginCriterion.lua

E) Narrow.lua

Fei-Fei Li & Andrej Karpathy & Justin Johnson

E) SparseLinear.lua

& SpatialAdaptiveMaxPooling.lua
E) SpatialAveragePooling.lua

E) SpatialBatchNormalization.lua
E) SpatialContrastiveNormalization.lua
E SpatialConvolution.lua

E) SpatialConvolutionLocal.lua

E) SpatialConvolutionMM.lua

E) SpatialConvolutionMap.lua

E) SpatialCrossMapLRN.lua

B SpatialDivisiveNormalization.lua
E) SpatialDropout.lua

B SpatialFractionalMaxPooling.lua
&) SpatialFullConvolution.lua

& SpatialFullConvolutionMap.lua
E SpatialLPPooling.lua

B SpatialMaxPooling.lua

E) SpatialMaxUnpooling.lua

Lecture 12 -
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& ClassSimplexCriterion.lua
& Concat.lua

E) ConcatTable.lua

B Container.lua

& Contiguous.lua

E) Copy.lua

& Cosine.lua

& CosineDistance.lua

E) CosineEmbeddingCriterion.lua
& Criterion.lua

[E CriterionTable.lua

E) CrossEntropyCriterion.lua
& DepthConcat.lua

& DistKLDivCriterion.lua

[E) DotProduct.lua

E) Dropout.lua

& ELU.lua
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Torch: Modules

Tons of built-in modules and loss functions
New ones all the time:

B Abs.lua

[E) AbsCriterion.lua
E Add.lua

E) AddConstant.lua
E) BCECriterion.lua
E) BatchNormalization.lua
[E Bilinear.lua

[E CAddTable.lua
E) CDivTable.lua
E CMakelLists.txt
E CMul.lua

E CMulTable.lua

https://github.com/torch/nn

[ TemporalConvolution.lua

B TemporalMaxPooling.lua

B TemporalSubSampling.lua

B Threshold.lua

B Transpose.lua

B View.lua

B VolumetricAveragePooling.lua

B VolumetricConvolution.lua

[ VolumetricDropout.lua

B VolumetricFullConvolution.lua
B VolumetricMaxPooling.lua

& VolumetricMaxUnpooling.lua
B WeightedEuclidean.lua

B WeightedMSECriterion.lua

& MarginCriterion.lua

& MarginRankingCriterion.lua
B Max.lua

&) Mean.lua

B Min.lua

E) MixtureTable.lua

E) Module.lua

E) Mullua

E) MulConstant.lua

E) MultiCriterion.lua

E) MultiLabelMarginCriterion.lua

E) MultiLabelSoftMarginCriterion.lua

E) MultiMarginCriterion.lua

E) Narrow.lua
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Added 2/19/2016
Added 2/16/2016

E) SparseLinear.lua
& SpatialAdaptiveMaxPooling.lua
E) SpatialAveragePooling.lua

E) SpatialBatchNormalization.lua

E) SpatialContrastiveNormalization.lua

E SpatialConvolution.lua

E) SpatialConvolutionLocal.lua

E) SpatialConvolutionMM.lua

E) SpatialConvolutionMap.lua

E) SpatialCrossMapLRN.lua

B SpatialDivisiveNormalization.lua
E) SpatialDropout.lua

B SpatialFractionalMaxPooling.lua
&) SpatialFullConvolution.lua

& SpatialFullConvolutionMap.lua
E SpatialLPPooling.lua

B SpatialMaxPooling.lua

E) SpatialMaxUnpooling.lua

Lecture 12 -

& ClassSimplexCriterion.lua

& Concat.lua

E) ConcatTable.lua

B Container.lua

& Contiguous.lua

E) Copy.lua

& Cosine.lua

& CosineDistance.lua

E) CosineEmbeddingCriterion.lua
& Criterion.lua

[E CriterionTable.lua

E) CrossEntropyCriterion.lua
& DepthConcat.lua

& DistKLDivCriterion.lua

[E) DotProduct.lua

E) Dropout.lua

& ELU.lua

62 22 Feb 2016



https://github.com/torch/nn
https://github.com/torch/nn

Torch: Modules

Writing your own modules is easy!

TimesTwo.lua

require 'nn'

local times_two, parent = torch.class('nn.TimesTwo', 'nn.Module')

function times_two:__init()
parent. init(self)
end

function times_two:updateOutput(input)
self.output:mul(input, 2)
return self.output

end

function times two:updateGradInput(input, gradOutput)
self.gradInput:mul({gradoutput, 2)
return self.gradInput

end

Fei-Fei Li & Andrej Karpathy & Justin Johnson

times two example.lua

require 'nn’'
require 'TimesTwo'
local times_two = nn.TimesTwo()

local input = torch.randn(4, 5)
local output = times_two:forward(input)

print('here is input:')
print(input)

print('here is output:')
print(output)

local gradOutput = torch.randn(4, 5)
local gradInput = times_two:backward(input, gradOutput)

print('here is gradoutput:')
print(gradoutput)

print('here is gradInput')
print(gradInput)
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Torch: Modules

Container modules allow you to combine multiple modules
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Torch: Modules

Container modules allow you to combine multiple modules

local seq = nn.Sequential()
seq:add(modl)

seq:add(mod2)
local out = seq:forward(x)
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Torch: Modules

Container modules allow you to combine multiple modules

local seq = nn.Sequential() local concat = nn.ConcatTable()
seq:add(modl) concat:add(modl)

seq:add(mod2) concat:add(mod2)

local out = seq:forward(x) local out = concat:forward(x)

¢ mod1 mod?2

mod?2 l l
ott { out[1] | | out[2] }
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Torch: Modules

Container modules allow you to combine multiple modules

local seq = nn.Sequential() local concat = nn.ConcatTable() local parallel = nn.ParallelTable()
seq:add(modl) concat:add(modl) parallel:add(modl)
seq:add(mod2) concat:add(mod2) parallel:add(mod2)

local out = seq:forward(x) local out = concat:forward(x) local out = parallel:forward({x1l, x2})

¢ mod1 mod2 mod1 mod?2

mod2 l l l l
ott { out[1] | | out[2] } { out[1] | | out[2] }
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Torch: nngraph

Use nngraph to build modules
that combine their inputs in
complex ways

Inputs: x, y, z

Outputs: c
a=x+y
b=a©z
c=a+hb
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Torch: nngraph

Use nngraph to build modules
that combine their inputs in
complex ways

Inputs: x, y, z

Outputs: c
a=x+y
b=a©z
c=a+hb

X y
N
|
©
|
b
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Torch: nngraph

require 'nn'
require 'nngraph'

function build module()

Use nngraph to build modules | x = on.Taentity ()
. . . . L y = nn.Identity
that combine their inputs in local z = nn.Identity()()
complex ways . CHuLTable
| nn.CAddTable(
Inputs: x, y, z BEEini U e
Outputs C return nn.gModule(inputs, outputs)
a=XxX-+ y local mod = build module()
b=a®z - orch. randn(4.
! orch.randn(4,
c=a+b

local ¢ = mod:forward({x
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Torch: Pretrained Models

loadcaffe: Load pretrained Caffe models: AlexNet, VGG, some others

https://github.com/szagoruyko/loadcaffe

Goog LeNet V1 . https://github.com/soumith/inception.torch

G Oog Le N et V3 . https://github.com/Moodstocks/inception-v3.torch

ReS N et ) https://qgithub.com/facebook/fb.resnet.torch
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Torch: Package Management

After installing torch, use luarocks
to install or update Lua packages

(Similar to pip install from Python)

luarocks install torch
luarocks install nn
luarocks install optim
luarocks install lua-cjson
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Torch: Other useful packages

e torch.cudnn: Bindings for NVIDIA cuDNN kernels

https://github.com/soumith/cudnn.torch

e torch-hdf5: Read and write HDF5 files from Torch

https://github.com/deepmind/torch-hdf5
e lua-cjson: Read and write JSON files from Lua

https://luarocks.org/modules/luarocks/lua-cison

e cltorch, clnn: OpenCL backend for Torch, and port of nn

https://github.com/hughperkins/cltorch, https://github.com/hughperkins/clnn

e torch-autograd: Automatic differentiation; sort of like more powerful
nngraph, similar to Theano or TensorFlow

https://github.com/twitter/torch-autograd

e fbcunn: Facebook: FFT conv, multi-GPU (DataParallel, ModelParallel)

https://github.com/facebook/fbcunn
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Torch: Typical Workflow

Step 1: Preprocess data; usually use a Python script to
dump data to HDF5

Step 2: Train a model in Lua / Torch; read from HDF5
datafile, save trained model to disk

Step 3: Use trained model for something, often with an
evaluation script
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Torch: Typical Workflow

Example: https://github.com/jcjohnson/torch-rnn

Step 1: Preprocess data; usually use a Python script to
dump data tO HDF5 (https://github.com/jcjohnson/torch-rnn/blob/master/scripts/preprocess.py)

Step 2: Train a model in Lua / Torch; read from HDF5
dataflle, Save tralned mOdeI tO dISk (https://github.com/jcjohnson/torch-rnn/blob/master/train.

lua )

Step 3: Use trained model for something, often with an
evaluathn SC” pt (https://github.com/jcjohnson/torch-rnn/blob/master/sample.lua)
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Torch: Pros / Cons

(-) Lua

(-) Less plug-and-play than Caffe

o You usually write your own training code

+) Lots of modular pieces that are easy to combine

+) Easy to write your own layer types and run on GPU
)
)

+) Most of the library code is in Lua, easy to read
+) Lots of pretrained models!
-) Not great for RNNs

*
* (
* (
* (
* (
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Theano

http://deeplearning.net/software/theano/

Fei-Fei Li & Andrej Karpathy & Justin Johnson Lecture 12- 77 22 Feb 2016



http://deeplearning.net/software/theano/
http://deeplearning.net/software/theano/

Theano Overview

From Yoshua Bengio’s group at University of Montreal
Embracing computation graphs, symbolic computation

High-level wrappers: Keras, Lasagne
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Theano: Computational Graphs

X y Z
¥
}
a
©
b
b
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Theano: Computational Graphs

X

Fei-Fei Li & Andrej Karpathy & Justin Johnson

Xzy

<

Z

o«

import theano
import theano.tensor as T

Define symbolic variables
T.matrix('x")
T.matrix('y')
T.matrix('z")

N X

Compute some other values symbolically
X +y
alEEZ
a+b

0 oTo #H

Compile a function that computes ¢
= theano. function(

inputs=[x, y, z],

outputs=c

)

—h H

# Evaluate the compiled function
# on some real values

XX = np.random.randn(4, 5)

yy = np.random.randn(4, 5)

Zz = np.random.randn(4, 5)

print f(xx, yy, zz)

# Repeat the same computation
# explicitly using numpy ops
aa = xXx + yy

bb = aa * zz

cc = aa + bb

print cc
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Theano: Computational Graphs

import theano
)( 2: import theano.tensor as T

# Define symbolic variables Deﬁne SymbO“C Variables;
v eI <«— these are inputs to the

y
+ z = T.matrix('z") h
* # Compute some other values symbolically grap
a=x+y
b=a=*z
Ei c=a+b

—h H

Compile a function that computes ¢
= theano. function(

inputs=[x, y, z],

outputs=c

)

# Evaluate the compiled function
# on some real values

XX = np.random.randn(4, 5)

yy = np.random.randn(4, 5)

Zz = np.random.randn(4, 5)

+ print f(xx, yy, zz)

o«

# Repeat the same computation
# explicitly using numpy ops

aa = XX + yy

(: bb = aa * zz
cc = aa + bb
print cc
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Theano: Computational Graphs

import theano
)( 2: import theano.tensor as T

# Define symb?l%c variables . .
s’ oL Compute intermediates

T.matrix('y')

y
+ z = T.matrix('z") .
* # Compute some other values symbolically and OUtPUtS Symb0|lca”y
- e -«

c=a+b

—h H

Compile a function that computes ¢
= theano. function(

inputs=[x, y, z],

outputs=c

)

# Evaluate the compiled function
# on some real values

XX = np.random.randn(4, 5)

yy = np.random.randn(4, 5)

Zz = np.random.randn(4, 5)

+ print f(xx, yy, zz)

o«

# Repeat the same computation
# explicitly using numpy ops

aa = XX + yy

(: bb = aa * zz
cc = aa + bb
print cc
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Theano: Computational Graphs

import theano

)( 2: import theano.tensor as T
# Define symbolic variables
x = T.matrix('x")

y = T.matrix('y")

+ z = T.matrix('z")

*, # Compute some other values symbolically
a=x+y
b=a*z

Ei c=a+b

Compile a function that
produces c from x, y, z

# Compile a function that computes ¢
f = theano.function(

inputs=[x, y, z],

outputs=c

)

(generates code)

# Evaluate the compiled function
# on some real values

XX = np.random.randn(4, 5)

yy = np.random.randn(4, 5)

Zz = np.random.randn(4, 5)

+ print f(xx, yy, zz)

o«

# Repeat the same computation
# explicitly using numpy ops

aa = XX + yy

(: bb = aa * zz
cc = aa + bb
print cc
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Theano: Computational Graphs

import theano
)( 2: import theano.tensor as T

# Define symbolic variables
x = T.matrix('x")

y = T.matrix('y")

+ z = T.matrix('z")

*, # Compute some other values symbolically
a=Xx+y . .

3 hoar Run the function, passing
c=a+b

# Compile a function that computes ¢ Some numpy arrayS
f = theano.function(

inputs=Tx, y, 21, (may run on GPU)

outputs=c

)
# Evaluate the compiled function
# on some real values
XX = np.random.randn(4, 5)

yy = np.random.randn(4, 5)
Zz = np.random.randn(4, 5)
+ print f(xx, yy, zz)

o«

# Repeat the same computation
# explicitly using numpy ops

aa = XX + yy

(: bb = aa * zz
cc = aa + bb
print cc
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Theano: Computational Graphs

import theano

)( 2: import theano.tensor as T
# Define symbolic variables
x = T.matrix('x")

# Compile a function that computes ¢

f = theano.function(
inputs=[x, y, z],
outputs=c

)

# Evaluate the compiled function
# on some real values

XX = np.random.randn(4, 5)

yy = np.random.randn(4, 5)

Zz = np.random.randn(4, 5)

+ print f(xx, yy, zz)

o«

y = T.matrix('y")

+ z = T.matrix('z")

*, # Compute some other values symbolically
a=x+y
b=a*z

Ei c=a+b

Repeat the same
computation using numpy
operations (runs on CPU)

# Repeat the same computation
# explicitly using numpy ops

aa = XX + yy

(: bb = aa * zz
cc = aa + bb
print cc
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Theano: Simple Neural Net

import theano
import theano.tensor as T

# Batch size, input dim, hidden dim, num classes
N, D, H, C = 64, 1000, 100, 10

X = T.matrix('x")

y = T.vector('y', dtype='int64')
wl = T.matrix('wl')

w2 = T.matrix('w2')

# Forward pass: Compute scores
a = x.dot(wl)

a_relu = T.nnet.relu(a)

scores = a relu.dot(w2)

# Forward pass: compute softmax loss
probs = T.nnet.softmax(scores)|
loss = T.nnet.categorical_crossentropy(probs, y).mean()

# Compile a function to compute loss, scores
f = theano.function(

inputs=[x, y, wl, w2],

outputs=[loss, scores],

)

# Run the function

xx = np.random.randn(N, D)

yy = np.random.randint(C, size=N)
le-3 * np.random.randn(D, H)
le-3 * np.random.randn(H, C)

loss, scores = f(xx, yy, wwl, ww2)
print loss
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Theano: Simple Neural Net

import theano
import theano.tensor as T

Define symbolic variables: B, oh s o, 3 M CLees
X - data $€:E‘E;¢§I;I3 dtype='int64")
T.matrix('wl')
y —_ IabeIS T.matrix('w2')
. . # Forward pass: Compute scores
w1 = first-layer weights Tt e T mnet. reluta)
. scores = a relu.dot(w2)
W2 = Second-layer Welg htS # Forward pass: compute softmax loss

probs = T.nnet.softmax(scores)|
loss = T.nnet.categorical_crossentropy(probs, y).mean()

L I< X
non

# Compile a function to compute loss, scores
f = theano.function(

inputs=[x, y, wl, w2],

outputs=[loss, scores],

)

# Run the function

xx = np.random.randn(N, D)

yy = np.random.randint(C, size=N)
wwl = le-3 * np.random.randn(D, H)
ww2 = le-3 * np.random.randn(H, C)

loss, scores = f(xx, yy, wwl, ww2)
print loss
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Theano: Simple Neural Net

import theano
import theano.tensor as T

# Batch size, input dim, hidden dim, num classes
N, D, H, C = 64, 1000, 100, 10

= T.matrix('x")
= T.vector('y', dtype='int64"')
1 = matrix('wl')

Forward: Compute scores 2 STt

# Forward pass: Compute scores

(Sym bOIica”y) *» 2_?e)1(1.1d2t‘|('\tlir)let.relu(a)

scores = a relu.dot(w2)

=T X

# Forward pass: compute softmax loss
probs = T.nnet.softmax(scores)|
loss = T.nnet.categorical_crossentropy(probs, y).mean()

# Compile a function to compute loss, scores
f = theano.function(

inputs=[x, y, wl, w2],

outputs=[loss, scores],

)

# Run the function

xx = np.random.randn(N, D)

yy = np.random.randint(C, size=N)
wwl = le-3 * np.random.randn(D, H)
ww2 = le-3 * np.random.randn(H, C)
loss, scores = f(xx, yy, wwl, ww2)
print loss
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Theano: Simple Neural Net

import theano
import theano.tensor as T

# Batch size, input dim, hidden dim, num classes
N, D, H, C = 64, 1000, 100, 10

X = T.matrix('x")

y = T.vector('y', dtype='int64')
wl = T.matrix('wl')

w2 = T.matrix('w2')

# Forward pass: Compute scores

Forward: Compute probs, loss oA e - N

. scores ; a relu.dot(w2)
(Sym bO“Ca”y) \ # Forward pass: compute softmax loss

probs = T.nnet.softmax(scores)|
loss = T.nnet.categorical_crossentropy(probs, y).mean()

# Compile a function to compute loss, scores
f = theano.function(

inputs=[x, y, wl, w2],

outputs=[loss, scores],

)

# Run the function

xx = np.random.randn(N, D)

yy = np.random.randint(C, size=N)
wwl = le-3 * np.random.randn(D, H)
ww2 = le-3 * np.random.randn(H, C)
loss, scores = f(xx, yy, wwl, ww2)
print loss
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Theano: Simple Neural Net

import theano
import theano.tensor as T

# Batch size, input dim, hidden dim, num classes
N, D, H, C = 64, 1000, 100, 10

X = T.matrix('x")

y = T.vector('y', dtype='int64')
wl = T.matrix('wl')

w2 = T.matrix('w2')

# Forward pass: Compute scores
a = x.dot(wl)

a_relu = T.nnet.relu(a)

scores = a relu.dot(w2)

Compile a funCtion that # Forward pass: compute softmax loss

probs = T.nnet.softmax(scores)|

1 = T.nnet.cat ical t (probs, y). ()
ComleteS IOSS, Scores \ 0ss nnet.categorical crossentropy(probs, y).mean

# Compile a function to compute loss, scores

f = theano.function(
inputs=[x, y, wl, w2],
outputs=[loss, scores],

)

# Run the function

xx = np.random.randn(N, D)

yy = np.random.randint(C, size=N)
wwl = le-3 * np.random.randn(D, H)
ww2 = le-3 * np.random.randn(H, C)
loss, scores = f(xx, yy, wwl, ww2)
print loss

Fei-Fei Li & Andrej Karpathy & Justin Johnson Lecture 12- 90 22 Feb 2016




Theano: Simple Neural Net

import theano
import theano.tensor as T

# Batch size, input dim, hidden dim, num classes
N, D, H, C = 64, 1000, 100, 10

X = T.matrix('x")

y = T.vector('y', dtype='int64')
wl = T.matrix('wl')

w2 = T.matrix('w2')

# Forward pass: Compute scores
a = x.dot(wl)

a_relu = T.nnet.relu(a)

scores = a relu.dot(w2)

# Forward pass: compute softmax loss
probs = T.nnet.softmax(scores)|
loss = T.nnet.categorical_crossentropy(probs, y).mean()

. # Compile a func?ion to compute loss, scores
Stuff actual numpy arrays into T
outputs=[loss, scores],

the function \ )
# Run the function

xx = np.random.randn(N, D)

yy = np.random.randint(C, size=N)
wwl le-3 * np.random.randn(D, H)
ww2 = le-3 * np.random.randn(H, C)

loss, scores = f(xx, yy, wwl, ww2)
print loss
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Theano: Computing Gradients

import theano
import theano.tensor as T

# Batch size, input dim, hidden dim, num classes
N, D, H, C = 64, 1000, 100, 10

x = T.matrix('x")

y = T.vector('y', dtype='int64')
wl = T.matrix('wl')

w2 = T.matrix('w2"')

# Forward pass: Compute scores
a = x.dot(wl)

a_relu = T.nnet.relu(a)

scores = a _relu.dot(w2)

# Forward pass: compute softmax loss
probs = T.nnet.softmax(scores)
loss = T.nnet.categorical crossentropy(probs, y).mean()

# Backward pass: compute gradients
dwl, dw2 = T.grad(loss, [wl, w2])

f = theano.function(
inputs=[x, y, wl, w2],
outputs=[loss, scores, dwl, dw2],

)

Fei-Fei Li & Andrej Karpathy & Justin Johnson Lecture 12- 92 22 Feb 2016




Theano: Computing Gradients

import theano
import theano.tensor as T

# Batch size, input dim, hidden dim, num classes
N, D, H, C = 64, 1000, 100, 10

x = T.matrix('x")

y = T.vector('y', dtype='int64')
wl = T.matrix('wl')

w2 T.matrix('w2')

# Forward pass: Compute scores
a = x.dot(wl)

a_relu T.nnet.relu(a)

scores = a _relu.dot(w2)

# Forward pass: compute softmax loss
probs = T.nnet.softmax(scores)
loss = T.nnet.categorical crossentropy(probs, y).mean()

# Backward pass: compute gradients
dwl, dw2 = T.grad(loss, [wl, w2])

f = theano.function(
inputs=[x, y, wl, w2],
outputs=[loss, scores, dwl, dw2],

)

Same as before: define

variables, compute scores and

loss symbolically
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Theano: Computing Gradients

import theano
import theano.tensor as T

# Batch size, input dim, hidden dim, num classes
N, D, H, C = 64, 1000, 100, 10

x = T.matrix('x")

y = T.vector('y', dtype='int64')
wl = T.matrix('wl')

w2 T.matrix('w2')

# Forward pass: Compute scores
a = x.dot(wl)

a_relu = T.nnet.relu(a) .

scores = a_relu.dot (w2) Theano computes gradients for
# Forward pass: compute softmax loss .

probs = T.nnet.softmax(scores) US Symb0||Ca”y|

loss = T.nnet.categorical crossentropy(probs, y).mean()

# Backward pass: compute gradients
dwl, dw2 = T.grad(loss, [wl, w2])

f = theano.function(
inputs=[x, y, wl, w2],
outputs=[loss, scores, dwl, dw2],

)
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Theano: Computing Gradients

import theano
import theano.tensor as T

# Batch size, input dim, hidden dim, num classes
N, D, H, C = 64, 1000, 100, 10

x = T.matrix('x")

y = T.vector('y', dtype='int64')
wl = T.matrix('wl')

w2 T.matrix('w2')

# Forward pass: Compute scores
a = x.dot(wl)

a_relu = T.nnet.relu(a)

scores = a _relu.dot(w2)

# Forward pass: compute softmax loss .

probs = T.nnet.softmax(scores) NOW the fU nCtIOn returnS IOSS,

loss = T.nnet.categorical crossentropy(probs, y).mean()

# Backward pass: compute gradients SCoreS, and gradients

dwl, dw2 = T.grad(loss, [wl, w2]) /

f = theano.function(
inputs=[x, y, wl, w2],
outputs=[loss, scores, dwl, dw2],

)
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Theano: Computing Gradients

import theano
import theano.tensor as T

# Run the function

# Batch size, input dim, hidden dim, num classes xx = np.random.randn(N, D)

M= RSl E = 6066 A0, yy = np.random.randint(C, size=N)
X = T.matrix('x") wwl = le-2 * np.random.randn(D, H)
y = T.vector('y', dtype='int64') ww2 = le-2 * np.random.randn(H, C)
wl = T.matrix('wl')

w2 = T.matrix('w2') learning rate = le-1

for t in xrange(50):

# Forward pass: Compute scores loss, scores, dwwl, dww2 = (XX, vy, wwl, ww2)

a = x.dot(wl)

a_relu = T.nnet.relu(a) print loss .
scores = a relu.dot(w2) wwl -= learning rate * dwwl
ww2 -= learning rate * dww2

# Forward pass: compute softmax loss
probs = T.nnet.softmax(scores)
loss = T.nnet.categorical crossentropy(probs, y).mean()

Use the function to perform
gradient descent!

# Backward pass: compute gradients
dwl, dw2 = T.grad(loss, [wl, w2])

f = theano.function(
inputs=[x, y, wl, w2],
outputs=[loss, scores, dwl, dw2],

)
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Theano: Computing Gradients

import theano
import theano.tensor as T

# Run the function
# Batch size, input dim, hidden dim, num classes xx = np.random.randn(N, D)

SRUCE RS yy = np.random.randint(C, size=N)

x = T.matrix('x") wwl = le-2 * np.random.randn(D, H)

y = T.vector('y', dtype='int64") ww2 = le-2 * np.random.randn(H, C)
wl = T.matrix('wl")
w2 = T.matrix('w2') learning rate = le-1

for t in xrange(50):

# Forward pass: Compute scores loss, scores, dwwl, dww2 = (XX, vy, wwl, ww2)

a = x.dot(wl)

a_relu = T.nnet.relu(a) print loss .
scores = a relu.dot(w2) wwl -= learning rate * dwwl
ww2 -= learning rate * dww2

# Forward pass: compute softmax loss
probs = T.nnet.softmax(scores)
loss = T.nnet.categorical crossentropy(probs, y).mean()

Problem: Shipping weights and gradients to
CPU on every iteration to update...

# Backward pass: compute gradients
dwl, dw2 = T.grad(loss, [wl, w2])

f = theano.function(
inputs=[x, y, wl, w2],
outputs=[loss, scores, dwl, dw2],

)

Fei-Fei Li & Andrej Karpathy & Justin Johnson Lecture 12- 97 22 Feb 2016




Theano: Shared Variables

N, D, H, C =64, 1000, 100, 10 Same as before: Define dimensions,
R e | D define symbolic variables for x, y

wl = theano.shared(le-3 * np.random.randn(D, H), name='wl")

w2 = theano.shared(le-3 * np.random.randn(H, C), name='w2"')

a = x.dot(wl)

a relu = T.nnet.relu(a)

scores = a_relu.dot(w2)

probs = T.nnet.softmax(scores)

loss = T.nnet.categorical crossentropy(probs, y).mean()
dwl, dw2 = T.grad(loss, [wl, w2])

learning rate = le-1

train = theano. function(
inputs=[x, vyI,
outputs=loss,
updates=(
(wl, wl - learning rate * dwl),
(w2, w2 - learning rate * dw2)

)

Fei-Fei Li & Andrej Karpathy & Justin Johnson Lecture 12- 98 22 Feb 2016




Theano: Shared Variables

N, D, H, C = 64, 1000, 100, 10

.matrix('x")
.vector('y', dtype='int64')

T
— =

X
y

wl = theano.shared(le-3 * np.random.randn(D, H), name='wl")
w2 = theano.shared(le-3 * np.random.randn(H, C), name='w2"')

a = x.dot(wl)
a relu = T.nnet.relu(a)

scores = o reludotivd) Define weights as shared variables that
i, w2 = Toarad(loss, [, el ) e Yhmeant persist in the graph between calls;
e e initialize with numpy arrays

train = theano. function(
inputs=[x, vyI,
outputs=loss,
updates=(
(wl, wl - learning rate * dwl),
(w2, w2 - learning rate * dw2)

)
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Theano: Shared Variables

N, D, H, C = 64, 1000, 100, 10

X
y

T.matrix('x")
T.vector('y', dtype='int64')

wl
w2

theano.shared(le-3 * np.random.randn(D, H), name='wl')
theano.shared(le-3 * np.random.randn(H, C), name='w2")

a = x.dot(wl)

a relu = T.nnet.relu(a)

scores = a_relu.dot(w2)

probs = T.nnet.softmax(scores)

loss = T.nnet.categorical crossentropy(probs, y).mean()
dwl, dw2 = T.grad(loss, [wl, w2])

learring, rate = 1e-1 Same as before: Compute scores, loss,
Lipl s s gradients symbolically

outputs=loss,

updates=(
(wl, wl - learning rate * dwl),
(w2, w2 - learning rate * dw2)

)
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Theano: Shared Variables

N, D, H, C = 64, 1000, 100, 10

X
y

T.matrix('x")
T.vector('y', dtype='int64')

wl
w2

theano.shared(le-3 * np.random.randn(D, H), name='wl')
theano.shared(le-3 * np.random.randn(H, C), name='w2")

a = x.dot(wl)

a relu = T.nnet.relu(a)

scores = a_relu.dot(w2)

probs = T.nnet.softmax(scores)

loss = T.nnet.categorical crossentropy(probs, y).mean()
dwl, dw2 = T.grad(loss, [wl, w2])

e e Compiled function inputs are x and y;
train = theano.function|( We|ghts ||Ve |n the graph

inputs=[x, vyI,
outputs=loss,
updates=(
(wl, wl - learning rate * dwl),

(w2, w2 - learning rate * dw2)

)
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Theano: Shared Variables

N, D, H, C = 64, 1000, 100, 10

Xx = T.matrix('x")

y = T.vector('y', dtype='int64')

wl = theano.shared(le-3 * np.random.randn(D, H), name='wl")
w2 = theano.shared(le-3 * np.random.randn(H, C), name='w2"')

a = x.dot(wl)

a relu = T.nnet.relu(a)

scores = a_relu.dot(w2)

probs = T.nnet.softmax(scores)

loss = T.nnet.categorical crossentropy(probs, y).mean()
dwl, dw2 = T.grad(loss, [wl, w2])

e e Function includes an update that
train = theano. function! updates weights on every call

inputs=[x, vyI,
outputs=loss,
updates=(
(wl, wl - learning rate * dwl),

(w2, w2 - learning rate * dw2)

)
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Theano: Shared Variables

N, D, H, C = 64, 1000, 100, 10 xX = np.random.randn(N, D)

x = T.matrix('x") yy = np.random.randint(C, size=N)
y = T.vector('y', dtype='int64')

wl = theano.shared(le-3 * np.random.randn(D, H), name='wl") for t in xrapge(l@@):

w2 = theano.shared(le-3 * np.random.randn(H, C), name='w2"') loss = traln(xx, yy)

a = x.dot(wl) print loss

a relu = T.nnet.relu(a)

scores = a_relu.dot(w2)

probs = T.nnet.softmax(scores)

loss = T.nnet.categorical crossentropy(probs, y).mean()
dwl, dw2 = T.grad(loss, [wl, w2])

learning rate = le-1

KEBL ey (TS BN To train the net, just call function
ipdatesst repeatedly!

(wl, wl - learning rate * dwl),
(w2, w2 - learning rate * dw2)

)
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Theano: Other Topics

Conditionals: The ifelse and switch functions allow conditional
control flow in the graph

Loops: The scan function allows for (some types) of loops in the
computational graph; good for RNNs

Derivatives: Efficient Jacobian / vector products with R and L
operators, symbolic hessians (gradient of gradient)

Sparse matrices, optimizations, etc

Fei-Fei Li & Andrej Karpathy & Justin Johnson Lecture 12 - 104 22 Feb 2016




Theano: Multi-GPU

Experimental model parallelism:
http://deeplearning.net/software/theano/tutorial/using_multi_gpu.html

Data parallelism using platoon:
https://github.com/mila-udem/platoon

Fei-Fei Li & Andrej Karpathy & Justin Johnson Lecture 12 - 105 22 Feb 2016



http://deeplearning.net/software/theano/tutorial/using_multi_gpu.html
http://deeplearning.net/software/theano/tutorial/using_multi_gpu.html
https://github.com/mila-udem/platoon
https://github.com/mila-udem/platoon

Lasagne: High Level Wrapper

import numpy as np
import theano
import theano.tensor as T

Lasagne gives layer abstractions,
sets up weights for you, writes L

X F.matrix(tx")

update rules for you y = T.vector('y', dtype='int64')

relu = lasagne.nonlinearities.rectify

softmax = lasagne.nonlinearities.softmax
lasagne.layers.InputLayer(shape=(None, D), input var=x)
lasagne.layers.DenseLayer(net, H, nonlinearity=relu)
lasagne.layers.DenseLayer(net, C, nonlinearity=softmax)

net
net
net

probs = lasagne.layers.get output(net)
loss = lasagne.objectives.categorical crossentropy(probs, y).mean()

params = lasagne.layers.get all params(net, trainable=True)
updates = lasagne.updates.nesterov momentum(loss, params,
learning rate= , momentum=0.0)

train_fn = theano.function([x, y], loss, updates=updates)

XX np.random.randn(N, D)
vy np.random.randint(C, size=N).astype(np.int64)

for t in xrange( Ji:

loss val = train fn(xx, yy)
print loss val
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Lasagne: High Level Wrapper

import numpy as np
import theano
import theano.tensor as T

Set up symbolic Theano variables inport lasagne

for data, labels — N

y = T.vector('y', dtype='int64')

relu = lasagne.nonlinearities.rectify

softmax = lasagne.nonlinearities.softmax

net lasagne.layers.InputLayer(shape=(None, D), input var=x)
net lasagne.layers.DenseLayer(net, H, nonlinearity=relu)
net lasagne.layers.DenseLayer(net, C, nonlinearity=softmax)

probs = lasagne.layers.get output(net)
loss = lasagne.objectives.categorical crossentropy(probs, y).mean()

params = lasagne.layers.get all params(net, trainable=True)
updates = lasagne.updates.nesterov momentum(loss, params,
learning rate= , momentum=0.0)

train_fn = theano.function([x, y], loss, updates=updates)

XX np.random.randn(N, D)
vy np.random.randint(C, size=N).astype(np.int64)

for t in xrange( Ji:

loss val = train fn(xx, yy)
print loss val
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Lasagne: High Level Wrapper

import numpy as np

import theano

import theano.tensor as T
import lasagne

N, D, H, C = 64,

Forward: Use Lasagne layers to
set up layers; don’t set up weights
relu = lasagne.nonlinearities.rectify

EB)(F)I'(:'tI)/ softmax = lasagne.nonlinearities.softmax
net lasagne.layers.InputLayer(shape=(None, D), input var=x)
net lasagne.layers.DenseLayer(net, H, nonlinearity=relu)

net lasagne.layers.DenseLayer(net, C, nonlinearity=softmax)

T.matrix('x")
T.vector('y', dtype='int64')

X
y

probs = lasagne.layers.get output(net)
loss = lasagne.objectives.categorical crossentropy(probs, y).mean()

params = lasagne.layers.get all params(net, trainable=True)
updates = lasagne.updates.nesterov momentum(loss, params,
learning rate= , momentum=0.0)

train_fn = theano.function([x, y], loss, updates=updates)

XX np.random.randn(N, D)
vy np.random.randint(C, size=N).astype(np.int64)

for t in xrange( Ji:

loss val = train fn(xx, yy)
print loss val
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Lasagne: High Level Wrapper

import numpy as np

import theano

import theano.tensor as T
import lasagne

N, D, H, C=

X T.matrix

Forward: Use Lasagne layers to y = T.vector("y', dtype='int6d’)

relu = lasagne.nonlinearities.rectify

Compute IOSS softmax = lasagne.nonlinearities.softmax
net lasagne.layers.InputLayer(shape=(None, D), input var=x)
net lasagne.layers.DenseLayer(net, H, nonlinearity=relu)

lasagne.layers.DenseLayer(net, C, nonlinearity=softmax)

net

probs = lasagne.layers.get output(net)
loss = lasagne.objectives.categorical crossentropy(probs, y).mean()

params = lasagne.layers.get all params(net, trainable=True)
updates = lasagne.updates.nesterov momentum(loss, params,
learning rate= , momentum=0.0)

train_fn = theano.function([x, y], loss, updates=updates)

XX np.random.randn(N, D)
vy np.random.randint(C, size=N).astype(np.int64)

for t in xrange( Ji:

loss val = train fn(xx, yy)
print loss val
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Lasagne: High Level Wrapper

import numpy as np

import theano

import theano.tensor as T
import lasagne

N, D, H, C = 64,

X = T.matrix('x')
y = T.vector('y', dtype='int64')

relu = lasagne.nonlinearities.rectify
Lasagne getS parameters and softmax = lasagne.nonlinearities.softmax
) net lasagne.layers.InputLayer(shape=(None, D), input var=x)
lasagne.layers.DenseLayer(net, H, nonlinearity=relu)
lasagne.layers.DenseLayer(net, C, nonlinearity=softmax)

net

writes the update rule for you =

probs = lasagne.layers.get output(net)
loss = lasagne.objectives.categorical crossentropy(probs, y).mean()

params = lasagne.layers.get all params(net, trainable=True)
updates = lasagne.updates.nesterov momentum(loss, params,
learning rate= , momentum=0.0)

train_fn = theano.function([x, y], loss, updates=updates)

XX np.random.randn(N, D)
vy np.random.randint(C, size=N).astype(np.int64)

for t in xrange( Ji:

loss val = train fn(xx, yy)
print loss val
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Lasagne: High Level Wrapper

Same as Theano: compile a
function with updates, train model
by calling function with arrays

Fei-Fei Li & Andrej Karpathy & Justin Johnson

import numpy as np

import theano

import theano.tensor as T
import lasagne

N, D, H, C = 64,

X F.matrix(tx")
y = T.vector('y', dtype='int64')

relu = lasagne.nonlinearities.rectify

softmax = lasagne.nonlinearities.softmax
lasagne.layers.InputLayer(shape=(None, D), input var=x)
lasagne.layers.DenseLayer(net, H, nonlinearity=relu)
lasagne.layers.DenseLayer(net, C, nonlinearity=softmax)

net
net
net

probs = lasagne.layers.get output(net)
loss = lasagne.objectives.categorical crossentropy(probs, y).mean()

params = lasagne.layers.get all params(net, trainable=True)
updates = lasagne.updates.nesterov momentum(loss, params,
learning rate= , momentum=0.0)

train_fn = theano.function([x, y], loss, updates=updates)

XX np.random.randn(N, D)
vy np.random.randint(C, size=N).astype(np.int64)

for t in xrange( Ji:

loss val = train fn(xx, yy)
print loss val
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Keras: High level wrapper

keraS IS a Iayer On top Of Theano, from keras.models import Sequential

from keras.layers.core import Dense, Activation

makeS common thlngs easy tO do from keras.optimizers import SGD

D, H, C = 16000, 100, 10

model = Sequential()
(AISO SUppOrtS TenSOrF|OW model.add (Dense(input_dim=D, output dim=H))
model.add (Activation('relu'))
t)Ei()F(EBT](j) model.add(Dense(input dim=H, output dim=C))

model.add(Activation('softmax'))

sgd = SGD(1lr=1e-3, momentum=0.9, nesterov=True)
model.compile(loss='categorical crossentropy', optimizer=sgd)

N = 1000
X = np.random.randn(N, D)
y = np.random.randint(C, size=N)

model.fit(X, y, nb epoch=5, batch size=32, verbose=2)
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Keras: High level wrapper

keraS IS a Iayer On top Of Theano, from keras.models import Sequential

from keras.layers.core import Dense, Activation

makeS common thlngs easy tO do from keras.optimizers import SGD

D, H, C = 16000, 100, 10

tt] model = Sequential()

Set up a two-layer ReLU net wi iode] add (Bense input 40, ouEpus: dins
p y /'moge},agggctivétignfT?_elul?s) tput_dim=H))

E;()ftrT]Ea)( model.add (Dense(input dim=H, output dim=C))

model.add(Activation('softmax'))

sgd = SGD(1lr=1e-3, momentum=0.9, nesterov=True)
model.compile(loss='categorical crossentropy', optimizer=sgd)

N = 1000
X = np.random.randn(N, D)
y = np.random.randint(C, size=N)

model.fit(X, y, nb epoch=5, batch size=32, verbose=2)
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Keras: High level wrapper

keraS IS a Iayer On top Of Theano, from keras.models import Sequential

from keras.layers.core import Dense, Activation

makeS common thlngs easy tO do from keras.optimizers import SGD

D, H, C = 16000, 100, 10

model = Sequential()
model.add (Dense(input_dim=D, output dim=H))
model.add (Activation('relu'))

We W|” Opt|m|ze the mOdel US|ng model.add (Dense(input dim=H, output dim=C))

model.add(Activation('softmax'))

SGD Wlth NeSterOV momentum \ sgd = SGD(1lr=1e-3, momentum=0.9, nesterov=True)

model.compile(loss='categorical crossentropy', optimizer=sgd)

1000
np.random.randn(N, D)
np.random.randint(C, size=N)

w X =
Innn

model.fit(X, y, nb epoch=5, batch size=32, verbose=2)
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Keras: High level wrapper

keraS IS a Iayer On top Of Theano, from keras.models import Sequential

from keras.layers.core import Dense, Activation

makeS common thlngs easy tO do from keras.optimizers import SGD

D, H, C = 16000, 100, 10

model = Sequential()

model.add (Dense(input_dim=D, output dim=H))
model.add (Activation('relu'))
model.add(Dense(input dim=H, output dim=C))
model.add(Activation('softmax'))

sgd = SGD(1lr=1e-3, momentum=0.9, nesterov=True)
model.compile(loss='categorical crossentropy', optimizer=sgd)

Generate some random data and
train the model —

1000
np.random.randn(N, D)
np.random.randint(C, size=N)

w X =
Innn

model.fit(X, y, nb epoch=5, batch size=32, verbose=2)
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Keras: High level wrapper

Problem: It crashes, stack trace
and error message not useful

from keras.models import Sequential
from keras.layers.core import Dense, Activation
from keras.optimizers import SGD

D, H, C = 1000, 100, 10

model = Sequential()
model.add(Dense(input_dim=D, output_dim=H))
model.add(Activation('relu'))
model.add(Dense(input_dim=H, output dim=C))
model.add(Activation('softmax'))

sgd SGD(1lr=1e-3, momentum=0.9, nesterov=True)
model.compile(loss='categorical crossentropy', optimizer=sgd)

1000
np.random.randn(N, D)
np.random.randint(C, size=N)

N
X
y
model.fit(X, y, nb_epoch=5, batch size=32, verbose=2)
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ValueError Traceback (most recent call last
<prth0n input-108-c68ea54badls> in <module>()
random. randint (C, size=N

> 30 nodet. fit(x Y., nb_epoch=5, batch_size=32, verbose=2

/hone/ justin/code/cs231n/frameworks/ .env/Local/Lib/python2.7/site-packages/keras/models.pyc in fit(self, X, y, batc
ze, nb_epoch, verbose, callbacks, validation split, validation data, shuffle, show_accuracy, class weight, samp
1e_weight)
642 verbose=verbose, callbacks=callbacks
645 val_f=val f, val ins=val i
> 646
647
648 def predict(self, X, batch size=128, verbose-0

/home/justin/code/cs231n/ frameworks/ .env/local/lib/python2.7/site-packages/keras/models.pyc in _fit(self, f, ins, o
ut/ ebels’ bakchsize, inbepoch; iverbose; feallbacks. Vel i, valsins; ishuffle. neteics

batch_logs['size'] = len(batch_ids
callbacks.on batch begin(batch index, batch logs
> 500 outs = f(ins
281 if type(outs] != list
282 outs = [outs

/home/justin/code/cs231n/frameworks/ .env/local/lib/python2.7/site-packages/keras/backend/theano_backend.pyc in _ca
(self, inputs)
382 ' def _call (self, inputs

383 assert type(inputs) in {list, tuple
--> 384 return io

385

386
/hone/justin/ code/ cs231n/franevorks, .env/Local/Lib/python2.7/site-packages/ theano/conpile/ funct ion module.pyc

_ (self, *args, **kuargs)
node=self. fn.nodes [self.fn.position of error

870 thunk=thunk
> 871 n

872 else

8§73 # old-style linkers raise their own exceptions

/hume/]ustJn/code/csz}ln/framewcrks/ env/local/lib/python2.7/site-packages/theano/gof/Link.pyc in raise with op(nod
e, thunk, exc_info, storage map)
# extra long error message in that case.

313
©»314  reratse exc_type, exc_value, exc_trace

315

316
/home/justin/code/cs231n/ frameworks/ .env/local/lib/python2.7/site-packages/theano/compile/ function_module.pyc in

call_ (self, *args, **kwargs
)

time. tine
858 try
--> 859 outputs = self.fn
860 except Exception
861 if hasattr(self fn, ‘position_of error

ValueError: Input dimension mis-match. (input(o] shape(1] = 10, input(3].chape(1] -
Applyinode 1t caused the ecrr: Elemeloe{Conpositei((10 * i2 * 13 * i4) / (i5 Y ig e 17 v s+ i8))}} (Elemwi
se{Composite{AND(GE(i0, i1), LE(i0, i2))}}.0, Inplaceblmshuffle{x x}.0, InplaceDinshuffle{0,x}.0, <TensorType(float

32, matrix)>, SoftmaxwithBias.6, Inplacedimshuffle{x,x}.6, InplaceDimshuffle{x,x}.6, Elemwise{Clip}[(0, 0)].6, Inp
aceDinshuffle{o,x}.0)

Toposort index: 31

Inputs types: [TensorType(int8, matrix), TensorType(float32, (True, True)), TensorType(float32, col), TensorType(fl
0at32, matrix), TensorType(float32, matrix), Tensanype(flnatBZ, (True, True)), TensorType(float32, (True, True))
TensorType(float32, matrix), TensorType(float3, co
Inputs shapes: [(32, 10), (1, 1) ) 0 (32 10), (1, 1), (1, 1), (32, 1), (32, 1)
Inputs strides: [(10, 1), (4, 4), (4 4), (4 4) (40, 4), (4, 4), (4, 4), (40, 4), (4, 4)

Inputs values: ['not shown', array([[ 32.]], dtype=float32), ‘not shown','not shown', ‘not shown', array([[ 32.1]

dtype=float32), array([[ 32.1], dtype-flcatzz) ‘not _shown', 'not shown'
Outputs clients: [[Sum{axis=[1], acc_dtype=float64} (Elemiise{Composite{((i0 * il * i2 * i3 * i4) / (i5 + 16 + 17 *

i8 * i8))}}.0)11
HINT: Re-running with most Theano optimization disabled could give you a back-trace of when this node was created
This can be done with by setting the Theano flag 'optimizer=fast compile’. If that does not work, Theano optimizati

ons can be disabled with 'optimizer=None'
HINT: Use the Theano flag 'exception verbosity=high' for a debugprint and storage map footprint of this apply node.
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Keras: High level wrapper

Solution: y should be one-hot
(too much APl forme ... )

from keras.models import Sequential

from keras.models import Sequential from keras.laygr;.core.import Dense, Activation
from keras.layers.core import Dense, Activation from keras optimizers import SGD

from keras.optimizers import SGD from keras.utils import np utils

D, H, C = 1000, 100, 10 D, H,L, C = 1000, 1600, 10

model = Sequential()
model.add(Dense(input dim=D, output dim=H))
model.add(Activation('relu'))

model.add (Dense(input dim=H, output dim=C))
model.add(Activation('softmax'))

model = Sequential()
model.add(Dense(input_dim=D, output_dim=H))
model.add(Activation('relu'))
model.add(Dense(input_dim=H, output dim=C))
model.add(Activation('softmax'))

sgd = SGD(lr=1e-3, momentum=0.9, nesterov=True)

sgd = SGD(lr=le-3, momentum=0.9, nesterov=True) model.compile(loss='categorical crossentropy', optimizer=sgd)
model.compile(loss='categorical crossentropy', optimizer=sgd) =

N, N _batch = 1000, 32
N = 1000 X = np.random.randn(N, D)
X = np.random.randn(N, D) = randint(C_sjze=
y = np.random.randint(C, size=N) I y = np utils.to categorical(y)
model.fit(X, y, nb_epoch=5, batch size=32, verbose=2) model.fit(X, y, nb_epoch=5, batch size=N batch, verbose=2)
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Theano: Pretrained Models

Lasagne Model Zoo has pretrained common architectures:

https://github.com/Lasagne/Recipes/tree/master/modelzoo

AlexNet with Weights: https://github.com/uoguelph-mirg/theano_alexnet

sklearn-theano: Run OverFeat and GooglLeNet forward, but no fine-
tu n | ng ? http://sklearn-theano.qgithub.io

caffe-theano-conversion: CS 231n project from last year: load models
and WelghtS frOm Caffe' NOt Sure |f fUII'featured https://github.com/kitofans/caffe-theano-conversion
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https://github.com/Lasagne/Recipes/tree/master/modelzoo
https://github.com/Lasagne/Recipes/tree/master/modelzoo
https://github.com/uoguelph-mlrg/theano_alexnet
http://sklearn-theano.github.io
https://github.com/kitofans/caffe-theano-conversion

Theano: Pretrained Models Best choice

Lasagne Model Zoo has pretrained common architectures:

https://github.com/Lasagne/Recipes/tree/master/modelzoo

AlexNet with Weights: https://github.com/uoguelph-mirg/theano_alexnet

sklearn-theano: Run OverFeat and GooglLeNet forward, but no fine-
tu n | ng ? http://sklearn-theano.qgithub.io

caffe-theano-conversion: CS 231n project from last year: load models
and WelghtS frOm Caffe' NOt Sure |f fUII'featured https://github.com/kitofans/caffe-theano-conversion
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https://github.com/Lasagne/Recipes/tree/master/modelzoo
https://github.com/Lasagne/Recipes/tree/master/modelzoo
https://github.com/uoguelph-mlrg/theano_alexnet
http://sklearn-theano.github.io
https://github.com/kitofans/caffe-theano-conversion

Theano: Pros / Cons

(+) Python + numpy

(+) Computational graph is nice abstraction

(+) RNNSs fit nicely in computational graph

(-) Raw Theano is somewhat low-level

(+) High level wrappers (Keras, Lasagne) ease the pain
(-) Error messages can be unhelpful

(-) Large models can have long compile times

(-) Much “fatter” than Torch; more magic

(-) Patchy support for pretrained models

)
)
)
)
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TensorFlow

https://www.tensorflow.org
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https://www.tensorflow.org
https://www.tensorflow.org

TensorFlow

From Google
Very similar to Theano - all about computation graphs
Easy visualizations (TensorBoard)

Multi-GPU and multi-node training
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TensorFlow: Two-Layer Net

import tensorflow as tf
import numpy as np

N, D, H, C = 64, 1000, :

X tf.placeholder(tf.float32, shape=[None, D])
y tf.placeholder(tf.float32, shape=[None, C])

wl
w2

= tf.variable(le * np.random.randn(D, H).astype(np.float32))
= tf.Variable( * np.random.randn(H, C).astype(np.float32))
a = tf.matmul(x, wl)

a relu = tf.nn.relu(a)

scores = tf.matmul(a relu, w2)

probs = tf.nn.softmax(scores)

loss = -tf.reduce sum(y * tf.log(probs))

learning_rate =
train step = tf.train.GradientDescentOptimizer(learning rate).minimize(loss)

N np.random.randn(N, D).astype(np.float32)
vy np.zeros((N, C)).astype(np.float32)
yy[np.arange(N), np.random.randint(C, size=N)] =

with tf.Session() as sess:
sess.run(tf.initialize all variables())

for t in xrange(100):
~, loss value = sess.run([train step, loss],
feed dict={x: xx, y: yy})
print loss value
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TensorFlow: Two-Layer Net

import tensorflow as tf
import numpy as np

N, D, H, C = 64, 1000, :

Create placeholders for data
and labels: These will be fed
to the graph @

a = tf.matmul(x, wl)

a relu = tf.nn.relu(a)

scores = tf.matmul(a relu, w2)

probs = tf.nn.softmax(scores)

loss = -tf.reduce sum(y * tf.log(probs))

X tf.placeholder(tf.float32, shape=[None, D])
y tf.placeholder(tf.float32, shape=[None, C])

tf.vVariable(le * np.random.randn(D, H).astype(np.float32))
tf.Variable( * np.random.randn(H, C).astype(np.float32))

learning_rate =
train step = tf.train.GradientDescentOptimizer(learning rate).minimize(loss)

N np.random.randn(N, D).astype(np.float32)
vy np.zeros((N, C)).astype(np.float32)
yy[np.arange(N), np.random.randint(C, size=N)] =

with tf.Session() as sess:
sess.run(tf.initialize all variables())

for t in xrange(100):
~, loss value = sess.run([train step, loss],
feed dict={x: xx, y: yy})
print loss value
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TensorFlow: Two-Layer Net

import tensorflow as tf
import numpy as np

N, D, H, C = 64, 1000, :

X tf.placeholder(tf.float32, shape=[None, D])
y tf.placeholder(tf.float32, shape=[None, C])

Create Variables to hold
weights; similar to Theano 2

h d . bl a = tf.matmul(x, wl)
a relu = tf.nn.relu(a)
S are Varla eS scores = tf.matmul(a_relu, w2)
probs = tf.nn.softmax(scores)
loss = -tf.reduce sum(y * tf.log(probs))

H - 1 1 1 learning rate = 7
Inltlallze Varlables Wlth numpy train step = tf.train.GradientDescentOptimizer(learning rate).minimize(loss)
arrays N np.random.randn(N, D).astype(np.float32)

vy np.zeros((N, C)).astype(np.float32)
yy[np.arange(N), np.random.randint(C, size=N)] =

tf.vVariable(le * np.random.randn(D, H).astype(np.float32))
tf.Variable( * np.random.randn(H, C).astype(np.float32))

with tf.Session() as sess:
sess.run(tf.initialize all variables())

for t in xrange(100):
~, loss value = sess.run([train step, loss],
feed dict={x: xx, y: yy})
print loss value
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TensorFlow: Two-Layer Net

import tensorflow as tf
import numpy as np

N, D, H, C = 64, : :

X tf.placeholder(tf.float32, shape=[None, D])
y tf.placeholder(tf.float32, shape=[None, C])

tf.Variable( * np.random.randn(D, H).astype(np.float32))
tf.Variable( * np.random.randn(H, C).astype(np.float32))

wl
w2

a = tf.matmul(x, wl)

Forward: Compute scores, i i i)

scores = tf.matmul(a relu, w2)

probs = tf.nn.softmax(scores)

prObS, IOSS (SymbOIica”y) loss = -tf.reduce sum(y * tf.log(probs))

learning_rate =
train step = tf.train.GradientDescentOptimizer(learning rate).minimize(loss)

XX = np.random.randn(N, D).astype(np.float32)
yy = np.zeros((N, C)).astype(np.float32)
yy[np.arange(N), np.random.randint(C, size=N)] =

with tf.Session() as sess:
sess.run(tf.initialize all variables())

or t in xrange( Y=
~, loss value = sess.run([train step, loss],

feed dict={x: xx, y: yy})
print loss value
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TensorFlow: Two-Layer Net

import tensorflow as tf
import numpy as np

N, D, H, C = 64, : :

X tf.placeholder(tf.float32, shape=[None, D])
y tf.placeholder(tf.float32, shape=[None, C])

tf.Variable( * np.random.randn(D, H).astype(np.float32))
tf.Variable( * np.random.randn(H, C).astype(np.float32))

wl
w2

a = tf.matmul(x, wl)
a relu = tf.nn.relu(a)
scores = tf.matmul(a relu, w2)

probs = tf.nn.softmax(scores)

Runnlng traln Step Wl” use loss = -tf.reduce sum(y * tf.log(probs))
1N 1 learning rate =
SGD tO mlnlmlze IOSS train step = tf.train.GradientDescentOptimizer(learning rate).minimize(loss)

XX = np.random.randn(N, D).astype(np.float32)
yy = np.zeros((N, C)).astype(np.float32)
yy[np.arange(N), np.random.randint(C, size=N)] =

with tf.Session() as sess:
sess.run(tf.initialize all variables())

or t in xrange( Y=
~, loss value = sess.run([train step, loss],

feed dict={x: xx, y: yy})
print loss value
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TensorFlow: Two-Layer Net

import tensorflow as tf
import numpy as np

N, D, H, C = 64, 1000, :

X tf.placeholder(tf.float32, shape=[None, D])
y tf.placeholder(tf.float32, shape=[None, C])

tf.vVariable(le * np.random.randn(D, H).astype(np.float32))
tf.Variable( * np.random.randn(H, C).astype(np.float32))

wl
w2

a = tf.matmul(x, wl)

a relu = tf.nn.relu(a)

scores = tf.matmul(a relu, w2)

probs = tf.nn.softmax(scores)

loss = -tf.reduce sum(y * tf.log(probs))

Create an artiﬁCiaI dataset, y iS E:migggga:et?.train.GradientDescentOptimizer'(learningjate).minimize(loss)
one-hot like Keras

XX = np.random.randn(N, D).astype(np.float32)
yy = np.zeros((N, C)).astype(np.float32)
yy[np.arange(N), np.random.randint(C, size=N)] =

with tf.Session() as sess:
sess.run(tf.initialize all variables())

for t in xrange(100):
~, loss value = sess.run([train step, loss],
feed dict={x: xx, y: yy})
print loss value
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TensorFlow: Two-Layer Net

import tensorflow as tf
import numpy as np

N, D, H, C = 64, : :

X tf.placeholder(tf.float32, shape=[None, D])
y tf.placeholder(tf.float32, shape=[None, C])

wl
w2

tf.Variable( * np.random.randn(D, H).astype(np.float32))
tf.Variable( * np.random.randn(H, C).astype(np.float32))

a = tf.matmul(x, wl)

a relu = tf.nn.relu(a)

scores = tf.matmul(a relu, w2)

probs = tf.nn.softmax(scores)

loss = -tf.reduce sum(y * tf.log(probs))

learning_rate =
train step = tf.train.GradientDescentOptimizer(learning rate).minimize(loss)

N np.random.randn(N, D).astype(np.float32)
vy np.zeros((N, C)).astype(np.float32)
. yy[np.arange(N), np.random.randint(C, size=N)] =
Actually train the model _
with tf.Session() as sess:
sess.run(tf.initialize all variables())

t in xrange( Y=
~, loss value = sess.run([train step, loss],
feed dict={x: xx, y: yy})

print loss value

Fei-Fei Li & Andrej Karpathy & Justin Johnson Lecture 12 - 129 22 Feb 2016




TensorFlow: Tensorboard

import tensorflow as tf
import numpy as np

N, D, H, C= ’ ’
Tensorboard makes it easy to ;2 b s, e )

visualize what's happening inside SE SRR e D e
a = tf.matmul(x, wl)

your mOdeIS a_relu = tf.nn.relu(a)
scores = tf.matmul(a relu, w2)
probs = tf.nn.softmax(scores)
loss = -tf.reduce sum(y * tf.log(probs))

loss_summary = tf.scalar_summary( ', loss)

wl hist = tf.histogram summary( , wl)
w2_hist = tf.histogram summary('w2', w2)

learning rate =
train_step = tf.train.GradientDescentOptimizer(learning_rate).minimize(loss)

xx = np.random.randn(N, D).astype(np.float32)
yy = np.zeros((N, C)).astype(np.float32)
yy[np.arange(N), np.random.randint(C, size=N)] =

1 tf.Session() as sess:
merged = tf.merge all summaries()
writer = tf.train.SummaryWriter('/tmp/f ', sess.graph def)
sess.run(tf.initialize all variables())

for t in xrange( )
summary str, , loss value = sess.run(
[merged, train step, loss],
feed dict={x: xx, y: yy})
writer.add_summary(summary_str, t)
print loss value
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TensorFlow: Tensorboard

import tensorflow as tf
import numpy as np

N, D, H, C= ’ ’ '
Tensorboard makes it easy to ;2 b s, e )

visualize what's happening inside et E e e sl e

a = tf.matmul(x, wl)
your mOdeIS a_relu = tf.nn.relu(a)
scores = tf.matmul(a relu, w2)
probs = tf.nn.softmax(scores)
loss = -tf.reduce sum(y * tf.log(probs))

lossfsummary =_tf.scalar_summary( loss',
Same as before, but now we e
learning rate =

Create Summaries for IOSS and train_step = tf.tra.in.GradientDescentOptimizer(learning_rate).minimize(loss)

. xx = np.random.randn(N, D).astype(np.float32)
Wel htS yy = np.zeros((N, C)).astype(np.float32)
yy[np.arange(N), np.random.randint(C, size=N)] =

with tf.Session() as sess:
merged = tf.merge all summaries()
writer = tf.train.SummaryWriter('/tmp/fc logs', sess.graph def)
sess.run(tf.initialize all variables())

for t in xrange( )
summary str, , loss value = sess.run(
[merged, train step, loss],
feed dict={x: xx, y: yy})
writer.add_summary(summary_str, t)
print loss value
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TensorFlow: Tensorboard

import tensorflow as tf
import numpy as np

N, D, H, C= ’ ’ '
Tensorboard makes it easy to ;2 b s, e )

visualize what's happening inside SE SRR e D e
a = tf.matmul(x, wl)

your models
scores = tf.matmul(a relu, w2)
probs = tf.nn.softmax(scores)

loss = -tf.reduce sum(y * tf.log(probs))

loss_summary = tf.scalar_summar
wl hist = tf.histogram summary(
w2_hist = tf.histogram summary(

C reate a S peCi a I ‘ m e rg ed ” Va ri a b I e ]‘Ere':irzizgggazet:.tra.in .GradientDescentOptimizer(learning_rate).minimize(loss)

. . xx = np.random.randn(N, D).astype(np.float32)
and a SummaryWriter object
yy[np.arange(N), np.random.randint(C, size=N)] =
with tf.Session() _as sess:
merged = tf.merge all summaries()

writer = tf.train.SummaryWriter('/tmp/fc logs', sess.graph def)
SCO5. Ul LI . LilLLLa LJ.LCiaLLivdf lawicoy )

for t in xrange( )
summary str, , loss value = sess.run(
[merged, train step, loss],
feed dict={x: xx, y: yy})
writer.add_summary(summary_str, t)
print loss value
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TensorFlow: Tensorboard

import tensorflow as tf
import numpy as np

N, D, H, C= ’ ’ '
Tensorboard makes it easy to ;2 b s, e )

visualize what's happening inside SE SRR e D e
a = tf.matmul(x, wl)

your mOdeIS a_relu = tf.nn.relu(a)
scores = tf.matmul(a relu, w2)
probs = tf.nn.softmax(scores)
loss = -tf.reduce sum(y * tf.log(probs))

loss_summary = tf.scalar_summary('loss’,
wl hist = tf.histogram summary('wl’,
w2_hist = tf.histogram summary(

learning rate =
train_step = tf.train.GradientDescentOptimizer(learning_rate).minimize(loss)

XX np.random.randn(N, D).astype(np.float32)

In the training loop, also run foaeh el e
merged and pass its value to the

writer = tf.train.SummaryWriter('/tmp/fc logs', sess.graph def)
writer

sess.run(tf.initialize all variables())

for £ in xranae( 1=
summary str, , loss value = sess.run(
[merged, train step, loss],
feed dict={x: xx, y: yy})
writer.add summary(summary str, t)
print LOSS5_ vatiue
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w1

TensorFlow: Tensorboard .

o |~
Start Tensorboard server, and we get graphs! a0 | SEEESEE

0.000 20.00 40.00 60.00 80.00 100.0

Regex filter X loss
w2
|:| Split on underscores loss
w2
[[] Data download links .
120
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; ; 80.0
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400 ] |
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I | | |
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.
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TensorFlow: TensorBoard

import tensorflow as tf
import numpy as np

N, D, H, C = 64, : ,

X tf.placeholder(tf.float32, shape=[None, D], name='x'
y = tf.placeholder(tf.float32, shape=[None, C], name='y

tf.Variable( * np.random.randn(D, H).astype(np.float32), name
tf.variable( * np.random.randn(H, C).astype(np.float32), name='w2')

1 tf.name scope('s s') ‘as' scope:
a = tf.matmul(x, wl)
a_relu = tf.nn.relu(a)
scores = tf.matmul(a relu, w2)
th tf.name_scope('l ') as scope:
probs = tf.nn.softmax(scores)
loss = -tf.reduce sum(y * tf.log(probs))

loss summary = tf.scalar summary('l ', loss)
wl hist = tf.histogram summary(' , Wl)
w2_hist = tf.histogram_summary(' o w2

learning_rate = :
train step = tf.train.GradientDescentOptimizer(learning rate).minimize(loss)

np.random.randn(N, D).astype(np.float32)
vy np.zeros((N, C)).astype(np.float32)
yylnp.arange(N), np.random.randint(C, size=N)] =

XX
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TensorFlow: TensorBoard

import tensorflow as tf

Add names to placeholders and inpor nunpy o5 np
variables )

J '

tf.placeholder(tf.float32, shape=[None, D], name=
tf.placeholder(tf.float32, shape=[None, C],| name=

tf.Variable( * np.random.randn(D, H).astype(np.float32), name
tf.variable( * np.random.randn(H, C).astype(np.float32), name

tf.name scope( "es') as scope:
a = tf.matmul(x, wl)
a_relu = tf.nn.relu(a)
scores = tf.matmul(a relu, w2)
h tf.name_scope('loss') as scope:
probs = tf.nn.softmax(scores)
loss = -tf.reduce sum(y * tf.log(probs))

loss summary = tf.scalar summary('l ', loss)
wl hist = tf.histogram summary(' , Wl)
w2_hist = tf.histogram_summary(' o w2

learning_rate = :
train step = tf.train.GradientDescentOptimizer(learning rate).minimize(loss)

XX np.random.randn(N, D).astype(np.float32)
vy np.zeros((N, C)).astype(np.float32)
yylnp.arange(N), np.random.randint(C, size=N)] =
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TensorFlow: TensorBoard

import tensorflow as tf

Add names to placeholders and inport numpy o5 np
variables AT

X tf.placeholder(tf.float32, shape=[None, D],
y = tf.placeholder(tf.float32, shape=[None, C],

wl
w2

tf.Variable( * np.random.randn(D, H).astype(np.float32), name='w]
tf.variable( * np.random.randn(H, C).astype(np.float32), name='w2'

with tf.name scope('scores') as scope:

Break up the forward pass with
name scoping | R

nrac — +Ff matmul (a ralun 212 )

with tf.name_scope(‘loge‘) as scope:
Prous = LI.HL.501LHIdX{5L0Tres)

loss = -tf.reduce sum(y * tf.log(probs))

loss summary = tf.scalar summary('loss', loss)
wl hist = tf.histogram summary wl)
w2_hist = tf.histogram_summary('w2', w2)

learning_rate = :
train step = tf.train.GradientDescentOptimizer(learning rate).minimize(loss)

XX np.random.randn(N, D).astype(np.float32)
vy np.zeros((N, C)).astype(np.float32)
yylnp.arange(N), np.random.randint(C, size=N)] =
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TensorFlow: TensorBoard

Tensorboard shows the graph!

P \ e Oradient... wi S50
w1 20— : [T T ( w1 ) : scores gradient... (GradientDescem)
w2 S0 gradients SRR IRt :7 gradient.. w2 2

& e s Gradient...
( W2 ) : scores
gradient...

loss

o scores

X
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[ensorFlow: TensorBoard
]
Gradient... w S0 "
nis ]| gradients s (WA e, S GradientDescent
Gradient
scores
dient.

Tensorboard shows the graph!

loss

scores

Name scopes expand to show
individual operations

Fei-Fei Li & Andrej Karpathy & Justin Johnson Lecture 12- 139 22 Feb 2016




TensorFlow: Multi-GPU

Data parallelism:

synchronous or asynchronous

Paramete:

AP

!

Fmoi{‘é

| DeviceC

odel %

Jas

]
I

Jen

r Device(s)
Add | =]
»
P
r Device(s)

Paramete;

(Client 3)-+—>{(Update) <22

—P Update = AP

e Synchronous Data Parallelism

|

Client 1 |-r>|Update <-L—.\
J Device A
modelg
@
==

e Asynchronous Data Parallelism
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TensorFlow: Multi-GPU

Data parallelism:

Model parallelism:
synchronous or asynchronous

Split model across GPUs

AP

DeviceA) (| Device Client
—z- Update § model g § model g J\‘_
T T T (Device 3
e (S{e{{ce)
Synchronous Data Parallelism L i / /

Parameter Device(s)
——)-:)Update < AP Dewce 2 EBJ_’ B /@j_) Bj" Bj
—F Update = AP \
Client 1 |->|Update ‘-L\ W
l Device A | Device B Device C
model: | |Imodelf | |$model? Devnce 1 D_'@_t@_j@_’/@
& | Jeo

Asynchronous Data Parallelism
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TensorFlow: Distributed

Single machine: Many machines:
Like other frameworks Not open source (yet) =(

single process

. client \———' master
e ' session \___ _______
run

client master
—
process | __ . | process

run
execute
subgraph

worker worker worker
process 1 process 2 process 3
(GP) (]

execute
subgraph
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TensorFlow: Pretrained Models

You can get a pretrained version of Inception here:

https://github.com/tensorflow/tensorflow/blob/master/tensorflow/examples/android/README.md

(In an Android example?? Very well-hidden)

The only one | could find =(
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https://github.com/tensorflow/tensorflow/blob/master/tensorflow/examples/android/README.md
https://github.com/tensorflow/tensorflow/blob/master/tensorflow/examples/android/README.md

TensorFlow: Pros / Cons

Fei-Fei Li & Andrej Karpathy & Justin Johnson Lecture 12 - 144 22 Feb 2016

(+) Python + numpy

(+) Computational graph abstraction, like Theano; great for RNNs
(+) Much faster compile times than Theano

(+) Slightly more convenient than raw Theano?

(+) TensorBoard for visualization

(+) Data AND model parallelism; best of all frameworks

(+/-) Distributed models, but not open-source yet

(-) Slower than other frameworks right now

(-) Much “fatter” than Torch; more magic

(-) Not many pretrained models




Overview

Caffe Torch Theano TensorFlow
Language C++, Python Lua Python Python
Pretrained Yes ++ Yes ++ Yes (Lasagne) | Inception
Multi-GPU: Yes Yes cunn. Yes Yes
Data paraIIeI DataParallelTable platoon
Multi-GPU: No Yes Experimental Yes (best)
Model para||e| focunn.ModelParallel
Readable Yes (C++) Yes (Lua) No No
source code
Good at RNN No Mediocre Yes Yes (best)
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Use Cases

Extract AlexNet or VGG features?
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Use Cases

Extract AlexNet or VGG features? Use Caffe
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Use Cases

Fine-tune AlexNet for new classes?
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Use Cases

Fine-tune AlexNet for new classes? Use Caffe
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Use Cases

Image Captioning with finetuning?
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Use Cases

Image Captioning with finetuning?
-> Need pretrained models (Caffe, Torch, Lasagne)

-> Need RNNs (Torch or Lasagne)
-> Use Torch or Lasagna
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Use Cases

Segmentation? (Classify every pixel)
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Use Cases

Segmentation? (Classify every pixel)
-> Need pretrained model (Caffe, Torch, Lasagna)
-> Need funny loss function
-> |f loss function exists in Caffe: Use Caffe
-> |f you want to write your own loss: Use Torch
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Use Cases

Object Detection”?
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Use Cases

Object Detection”?

-> Need pretrained model (Torch, Caffe, Lasagne)
-> Need lots of custom imperative code (NOT Lasagne)
-> Use Caffe + Python or Torch
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Use Cases

Language modeling with new RNN structure?

Fei-Fei Li & Andrej Karpathy & Justin Johnson Lecture 12 - 156 22 Feb 2016




Use Cases

Language modeling with new RNN structure?
-> Need easy recurrent nets (NOT Caffe, Torch)
-> No need for pretrained models
-> Use Theano or TensorFlow
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Use Cases

Implement BatchNorm?

-> Don’t want to derive gradient? Theano or TensorFlow
-> Implement efficient backward pass? Use Torch
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My Recommendation

Feature extraction / finetuning existing models: Use Caffe
Complex uses of pretrained models: Use Lasagne or Torch
Write your own layers: Use Torch

Crazy RNNs: Use Theano or Tensorflow

Huge model, need model parallelism: Use TensorFlow
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template <typename Dtype>
class Blob {

public:
m Blob()
a e - o s : data_(), diff_(), count_(0), capacity (0) {}
/// @brief Deprecated; use <code>Blob(const vector<int>& shape)</code>.

explicit Blob(const int num, const int channels, const int height,
const int width);
explicit Blob(const vector<int>& shape);

const Dtype* cpu_data() const;
void set_cpu_data(Dtype* data);
const int* gpu_shape() const;
const Dtype* gpu_data() const;
const Dtype* cpu_diff() const;
const Dtype* gpu_diff() const;
Dtype* mutable cpu_data();
Dtype* mutable_gpu_data();
Dtype* mutable_cpu_diff();
Dtype* mutable_gpu_diff();

protected:

shared_ptr<SyncedMemory> data_;
shared_ptr<SyncedMemory> diff_;
shared_ptr<SyncedMemory> shape_data_;
vector<int> shape_;

int count_;

int capacity_;

https://qgithub.com/BVL C/caffe/blob/master/include/caffe/blob.hpp
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template <typename Dtype>
class Blob {

public:
m Blob()
a e - o s : data_(), diff_(), count_(0), capacity (0) {}
/// @brief Deprecated; use <code>Blob(const vector<int>& shape)</code>.

explicit Blob(const int num, const int channels, const int height,

o N'dlmenSIOnal array for const int width);
. . . explicit Blob(const vector<int>& shape);
storing activations and /

Welghts const Dtype* cpu_data() const;

void set_cpu_data(Dtype* data);
const int* gpu_shape() const;
const Dtype* gpu_data() const;
const Dtype* cpu_diff() const;
const Dtype* gpu_diff() const;
Dtype* mutable cpu_data();
Dtype* mutable_gpu_data();
Dtype* mutable_cpu_diff();
Dtype* mutable_gpu_diff();

protected:

shared_ptr<SyncedMemory> data_;
shared_ptr<SyncedMemory> diff_;
shared_ptr<SyncedMemory> shape_data_;
vector<int> shape_;

int count_;

int capacity_;

https://qgithub.com/BVL C/caffe/blob/master/include/caffe/blob.hpp
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template <typename Dtype> I
class Blob {
public:

m Blob()
a e - o s : data_(), diff_(), count_(0), capacity (0) {}

/// @brief Deprecated; use <code>Blob(const vector<int>& shape)</code>.

explicit Blob(const int num, const int channels, const int height,

o N'dlmenSIOnal array for const int width);
Stonng act|vat|ons and explicit Blob(const vector<int>& shape);
Welghts const Dtype* cpu_data() const;

void set_cpu_data(Dtype* data);
const int* gpu_shape() const;
const Dtype* gpu_data() const;
o Template Over datatype const Dtype* cpu_diff() const;
const Dtype* gpu_diff() const;
Dtype* mutable cpu_data();
Dtype* mutable_gpu_data();
Dtype* mutable_cpu_diff();
Dtype* mutable_gpu_diff();

s

protected:

shared_ptr<SyncedMemory> data_;
shared_ptr<SyncedMemory> diff_;
shared_ptr<SyncedMemory> shape_data_;
vector<int> shape_;

int count_;

int capacity_;

https://qgithub.com/BVL C/caffe/blob/master/include/caffe/blob.hpp
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template <typename Dtype>
class Blob {

public:
m Blob()
a e - o s : data_(), diff_(), count_(0), capacity (0) {}
/// @brief Deprecated; use <code>Blob(const vector<int>& shape)</code>.

explicit Blob(const int num, const int channels, const int height,

o N'dlmenSIOnal array for const int width);
Stonng act|vat|ons and explicit Blob(const vector<int>& shape);
Welghts const Dtype* cpu_data() const;

void set_cpu_data(Dtype* data);
const int* gpu_shape() const;

const Dtype* gpu_data() const;
® Template Over datatype const Dtype* cpu_diff() const;

const Dtype* gpu_diff() const;

Dtype* mutable cpu_data();

e Two parallel tensors: oryonr mutashe_am_data)
o data: values peypa mutatle_gmo_cie();
o diffs: gradients

s

protected:
shared_ptr<SyncedMemory> data_;
shared_ptr<SyncedMemory> diff_;

vector<int> shape_;
int count_;
int capacity_;

https://qgithub.com/BVL C/caffe/blob/master/include/caffe/blob.hpp
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template <typename Dtype>
class Blob {

public:
m Blob()
a e - o s : data_(), diff_(), count_(0), capacity (0) {}
/// @brief Deprecated; use <code>Blob(const vector<int>& shape)</code>
H H explicit Blob(const int num, const int channels, const int height,
e N-dimensional array for st T Wreth):
. . . explicit Blob(const vector<int>& shape);
storing activations and
1 const Dtype* cpu_data() const;
Welghts void set cpu data(Dtype* data);

const int* gpu_shape() const;
const Dtype* gpu_data() const;
o Template Over datatype const Dtype* cpu_diff() const;
const Dtype* gpu_diff() const;
Dtype* mutable cpu_data();

o TWO para”el tenSOFS: Dtype* mutable,gpu,datai);
Dtype* mutable_cpu_diff();
o data: values Dtype* mutable_gpu_diff();

o diffs: gradients protected:

shared_ptr<SyncedMemory> data_;
shared_ptr<SyncedMemory> diff_;

[ ] StOreS CPU / GPU shared_ptr<SyncedMemory> shape_data_;

versions of each tensor e

int capacity_;

https://qgithub.com/BVL C/caffe/blob/master/include/caffe/blob.hpp
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template <typename Dtype>
class Layer {

Caffe: Layer S

virtual void Forward_cpu(const vector<Blob<Dtype>*>& bottom,
const vector<Blob<Dtype>*>& top) = 0;

e A small unit of
computation ;

virtual void Forward_gpu(const vector<Blob<Dtype>*>& bottom,
const vector<Blob<Dtype>*>& top) {
// LOG(WARNING) << "Using CPU code as backup.";

return Forward_cpu(bottom, top);

any parameters and

for
virtual void Backward_cpu(const vector<Blob<Dtype>*>& top
const vector<bool>& propagate_down,
const vector<Blob<Dtype>*>& bottom) =

compute the gr ents for any paramet

s true.

virtual void Backward_gpu(const vector<Blob<Dtype>*>& top
const vector<bool>& propagate_down,
const vector<Blob<Dtype> >& bottom) {
// LOG(WARNING) << "Using
Backward_cpu(top, propagate,down, bottom);

}

https://qithub.com/BVL C/caffe/blob/master/include/caffe/layer.hpp
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template <typename Dtype>
class Layer {

Caffe: Layer

virtual void Forward_cpu(const vector<Blob<Dtype>*>& bottom,
const vector<Blob<Dtype>*>& top) = 0;

e A small unit of
computation :

virtual void Forward_gpu(const vector<Blob<Dtype>*>& bottom,
const vector<Blob<Dtype>*>& top) {

compute the

d_cpu() if unavailab

] // LOG(WARNING) << "Using CPU code as backup."

e Forward: Use “bottom’ return Farvar EpuCSEEDR; oBY
data to compute “top”
data

for any parameters and

virtual void Backward_cpu(const vector<Blob<Dtype>*>& top
const vector<bool>& propagate_down,
const vector<Blob<Dtype>*>& bottom) = 0;

s Tor any paramet and

Crue.

virtual void Backward_gpu(const vector<Blob<Dtype>*>& top
const vector<bool>& propagate_down,

const vector<Blob<Dtype>*>& bottom) {

// LOG(WARNING) << "Using CPU code as b

Backward_cpu(top, propagate_down, bottom);
}

https://qithub.com/BVL C/caffe/blob/master/include/caffe/layer.hpp
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Caffe: Layer

e A small unit of
computation

e Forward: Use “bottom”
data to compute “top”
data

e Backward: Use “top”

diffs to compute
“bottom” diffs

Fei-Fei Li & Andrej Karpathy & Justin Johnson

template <typename Dtype>
class Layer {
public:
** @brief Using the CPU device, compute the layer output.
virtual void Forward_cpu(const vector<Blob<Dtype>*>& bottom,
const vector<Blob<Dtype>*>& top) = 0;

* @brief Us

virtual void Forward_gpu(const vector<Blob<Dtype>*>& bottom,
const vector<Blob<Dtype>*>& top) {
// LOG(WARNING) << "Using CPU code as backup.";

return Forward_cpu(bottom, top);

virtual void Backward_cpu(const vector<Blob<Dtype>*>& top
const vector<bool>& propagate_down,
const vector<Blob<Dtype>*>& bottom) = 0;

I_cpu()

virtual void Backward_gpu(const vector<Blob<Dtype>*>& top
const vector<bool>& propagate_down,
const vector<Blob<Dtype>*>& bottom) {
/ LOG(WARNING) << "Using CPU code as backup.";
Backward_cpu(top, propagate_down, bottom);

}

https://qithub.com/BVL C/caffe/blob/master/include/caffe/layer.hpp
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Caffe: Layer

A small unit of
computation

Forward: Use “bottom”

data to compute “top”
data

Backward: Use “top”
diffs to compute
“bottom” diffs

Separate CPU / GPU
implementations

template <typename Dtype>
class Layer {
public:

@b Us CPU dev somput e lay out /
virtual void Forward cpu(const vector<Blob<Dtype>*>& bottom
const vector<Blob<Dtype>*>& top) = 0;

virtual void Forward_gpu(const vector<Blob<Dtype>*>& bottom,
const vector<Blob<Dtype> >& top) {
// LOG(WARNING) << "Using CPU code as backup.";

return Forward_cpu(bottom, top);

}
Us Yy P C
. —
virtual void Backward_cpu(const vector<Blob<Dtype>*>& top
const vector<bool>& propagate_down,
const vector<Blob<Dtype>*>& bottom) = 0;

virtual void Backward_gpu(const vector<Blob<Dtype>*>& top
const vector<bool>& propagate_down,
const vector<Blob<Dtype> >& bottom) {
// LOG NING) << "Using CPU code as backup.";
Backward cpu(top propagate down, bottom);

}

https://qithub.com/BVL C/caffe/blob/master/include/caffe/layer.hpp
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Caffe: Layer

e Tons of different layer types:

Fei-Fei Li & Andrej Karpathy & Justin Johnson

Branch: master~ caffe / src / caffe / layers /

r o jeffdonahue Remove incorrect cast of gemm int arg to Dtype in BiasLayer

E) absval_layer.cpp

E) absval_layer.cu

B) accuracy_layer.cpp
[E) argmax_layer.cpp

E) base_conv_layer.cpp
&) base_data_layer.cpp
E) base_data_layer.cu
E) batch_norm_layer.cpp

[E) batch_norm_layer.cu

&) conv_layer.cpp

B conv_layer.cu
[ cudnn_conv_layer.cpp

B cudnn_conv_layer.cu

dismantle layer headers
dismantle layer headers
dismantle layer headers

dismantle layer headers

enable dilated deconvolution

dismantle layer headers
dismantle layer headers
dismantle layer headers

dismantle layer headers

add support for 2D dilated convolution

dismantle layer headers

dismantle layer headers

Fix CuDNNConvolutionLayer for cuDNN v4

https://qgithub.com/BVL C/caffe/tree/master/src/caffe/layers
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Branch: master~ caffe / src / caffe / layers /

r o jeffdonahue Remove incorrect cast of gemm int arg to Dtype in BiasLayer

Caffe: Layer

E) absval_layer.cpp dismantle layer headers
E) absval_layer.cu dismantle layer headers
B) accuracy_layer.cpp dismantle layer headers
T f d .ff t I t . [E) argmax_layer.cpp dismantle layer headers
. O n S O I e re n aye r ypeS - E) base_conv_layer.cpp enable dilated deconvolution

O b atc h n o rm [E) base_data_layer.cpp dismantle layer headers
O co n vo I u ti o n E) base_data_layer.cu dismantle layer headers

. E) batch_norm_layer.cpp dismantle layer headers
O c u D N N co nVOI Utlo n [E) batch_norm_layer.cu dismantle layer headers
L B B )
o .cpp: CPU |mp|ementat|on &) conv_layer.cpp add support for 2D dilated cgnvolution
. . c u : G P U i m p I e m e ntati O n B conv_layer.cu dismantle layer headers
[ cudnn_conv_layer.cpp dismantle layer headers
B cudnn_conv_layer.cu Fix CuDNNConvolutionLayef for cuDNN v4

https://qgithub.com/BVL C/caffe/tree/master/src/caffe/layers
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template <typename Dtype>
class Net {

public:
Caffe u N et explicit Net(const NetParameter& param, const Net* root_net = NULL);
L explicit Net(const string& param_file, Phase phase,
const Net* root_net = NULL);
virtual ~Net() {}

e Collects layers into a DAG

Itation starti

f a fan-in are not

Dtype ForwardFromTo(int start, int end);
. Run a” Or part Of the net Dtype ForwardFrom(int start);
Dtype ForwardTo(int end);

forward and baCKward /// @brief Run forward using a set of bottom blobs, and return the result.

const vector<Blob<Dtype>*>& Forward(const vector<Blob<Dtype>* > & bottom,
Dtype* loss = NULL);

void Backward();

void BackwardFromTo(int start, int end);
void BackwardFrom(int start);

void BackwardTo(int end);

https://github.com/BVL C/caffe/blob/master/include/caffe/net.hpp
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template <typename Dtype>
class Solver {
public:

|
Cal Ie ] SOIvel // The main entry of the solver function. In default, iter will be zero. Pass

// in a non-zero iter number to resume training for a pre-trained net.
virtual void Solve(const char* resume_file = NULL);

inline void Solve(const string resume_file) { Solve(resume_file.c_str()); }
void Step(int iters);

// The Restore m

ethod simply dispatches to one of

// RestoreSolverStateFrc protected methods. You should

// methods to restore the state from the appropriate snapshot
void Restore(const char* resume_file);

// The Solver::Snapshot function implements the basic snapshotting utility
// that stores the learned net. You

t the SnapshotSolverState

s buffer that needs to be

// function that produces a SolverState protocol

/f W

itten to disk together with the learned net
void Snapshot();

https://qgithub.com/BVL C/caffe/blob/master/include/caffe/solver.hpp
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template <typename Dtype>
class Solver {

. Eubllo.
a e - o Ver // The main entry of the solver fur
// in a non-zero iter number to res
virtual void Solve(const char* resume_file = NULL);
inline void Solve(const string resume_file) { Solve(resume_file.c_str()); }
void Step(int iters);

e Trains a Net by running it 77-The Restore

verStateF

tion. In default, iter

me training for a pre-trained ne

method sin 0 one oT the

protec

// methods to restore the state from the appre
forward / baCkward7 void Restore(const char* resume_file);

// The Solver::Snapshot function implements the basic snapshotting utility

updating weights

the Snapshc

should 1 tSolversState()

1 buffer that needs to be

// Wr to disk together earned net

void Snapshot();

https://qgithub.com/BVL C/caffe/blob/master/include/caffe/solver.hpp
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template <typename Dtype>
class Solver {
public:

|
- // The main entry of the solver function. In default, iter will be zero. Pass

’/ in a non-zero iter number to resume training for a pre-trained net.
virtual void Solve(const char* resume_file = NULL);

inline void Solve(const string resume_file) { Solve(resume_file.c_str()); }
vaid CStanfint 'H'Erc\ .

iethod simply di

. Trains a Net by running it ¢ uld implement these
forward / baCkward, VOl!—Rgztorezco;‘stC;atrresame_;ﬁ;)'w appropriate snapshot type.
updating WeightS ot function implements the basic s

/ The Solver: :Snap

e Handles snapshotting, _—%
restoring from snapshots

https://qgithub.com/BVL C/caffe/blob/master/include/caffe/solver.hpp
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template <typename Dtype>
class Solver {

public:
]
- // The main entry of the solver function. In default, iter will be zero. Pass
// in a non-zero iter number to resume training for a pre-trained net.

virtual void Solve(const char* resume_file = NULL);
inline void Solve(const string resume_file) { Solve(resume_file.c_str()); }
void Step(int iters);

e Trains a Net by running it
forward / backward, e e e

updating weights

void Snapshot();

e Handles snapshotting,

restoring from snapshots template <typename Dtype>
class SGDSolver : public Solver<Dtype> {

S b I . I t template <typename Dtype>
o UDCIaSsesS Imp emen class RMSPropSolver : public SGDSolver<Dtype> {

different update rules —v

template <typename Dtype>
class AdamSolver : public SGDSolver<Dtype> {

https://qgithub.com/BVL C/caffe/blob/master/include/caffe/sqd solvers.hpp
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